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Abstract

Reinforcement learning (RL) provides a general framework for sequential decision making

under explicit objectives. In its classical form, RL studies how an agent should act

to maximise long-term reward in a dynamic environment. In richer settings, however,

the problem extends beyond a single agent and fixed environment: intelligent behavior

may require strategic interaction with other agents, adaptation to uncertainty, and the

ability to reason over complex, high-dimensional worlds. This thesis studies reinforcement

learning from two complementary perspectives: RL algorithms in games, and RL in the

era of foundation models.

The first part focuses on multi-agent reinforcement learning in games. It examines

how incentives, policies, and equilibrium concepts interact in competitive and general-

sum environments, spanning canonical two-player zero-sum games, large-scale video-game

domains, and multi-player settings with more general strategic structure. Together, these

works investigate both the algorithmic foundations of learning in multi-agent systems and

the practical behavior of RL methods in complex interactive environments.

The second part studies reinforcement learning with generative and foundation mod-

els, motivated by the idea that broad prior knowledge can substantially enrich sequential

decision making. In this setting, pretrained generative models and learned world models

serve not only as representation tools, but also as structured priors for planning, control,

and policy optimization. The thesis develops diffusion-based world models, investigates

reinforcement learning for efficient video generation, explores expressive generative mod-

els as policy classes, and studies interactive video world models in which actions shape

future observations. It further addresses long-horizon sequential modeling through archi-

tectures that incorporate memory into world modeling.

Taken together, these contributions present a unified view of reinforcement learning

as the study of objective-driven adaptation in complex sequential domains. From strate-

gic games to generative world models, the thesis highlights how reinforcement learning

connects algorithmic decision making, environment modeling, and the emerging capabil-
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ities of large-scale foundation models, offering a broader perspective on the principles

underlying intelligent behavior.
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Chapter 1

Introduction to Reinforcement

Learning

1.1 Reinforcement Learning at AGI Era

Reinforcement learning (RL) provides a general mathematical framework for designing

incentive-driven decision-making systems. This perspective is increasingly important for

arti�cial general intelligence (AGI), where an intelligent system must act over time un-

der explicit objectives, adapt to changing circumstances, and coordinate with a complex

environment. At a conceptual level, RL is also deeply connected to studies in human phys-

iology and neuroscience, where dopamine-related signals are often interpreted as carrying

information about reward, motivation, and learning. These connections suggest that

incentive-based adaptation is not only an engineering principle, but also a fundamental

mechanism for intelligent behaviour.

The central idea of RL is to specify what the agent should want, rather than pre-

scribing exactly how it should behave. A desired outcome for the agent is encoded quan-

titatively by a reward function, which evaluates the consequences of actions. The agent

itself follows a decision-making rule, called a policy, and learning consists of improving

this policy so as to perform optimally with respect to the objective induced by the re-

ward. In the simplest single-agent setting, optimality often means maximising expected
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Agent
Policy �pa t | stq

World Model
P̂ ; R̂

Environment
Pp�|st ; atq, Reward Rpstq

Next State st�1 , Reward Rpstq

Update Planning

Action at

Experience

Figure 1.1: A general reinforcement learning system: the agent interacts with the envi-
ronment to optimize its policy for reward maximization, while optionally using a learned
world model to predict dynamics and rewards, support planning, and improve policy
optimisation.

cumulative reward. In richer multi-agent environments, however, the relevant notion of

optimality may instead take the form of a Nash equilibrium or other equilibrium concepts,

depending on how di�erent agents interact and how incentives are coupled.

Although the reward function may be simple, the strategy that emerges from it can be

highly nontrivial. This complexity is driven largely by the dynamic nature of the problem:

actions a�ect future states, the environment may evolve stochastically, and in multi-agent

settings the behaviours of other agents also shape the decision landscape. As a result,

modelling the environment becomes a central issue. In classical RL, this is captured by

the state transition model, which describes how the system evolves in response to actions

and uncertainty.

Recent progress in foundation models has opened a new direction for RL by enabling

the injection of broad prior knowledge into the decision-making process. Instead of learn-

ing entirely from scratch, an agent can leverage pretrained representations and structured

knowledge about the world to explore more sensibly and optimise its policy more sample

e�ciently and with better generalization. From this perspective, world modelling can be
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viewed as environment modelling enriched by the capabilities of foundation models. A

strong world model can support planning, improve sample e�ciency, and better align op-

timisation with the agent's objective. At the same time, these bene�ts depend critically

on the accuracy and computational e�ciency of the world model itself, which makes the

design of appropriate architectures and algorithms a central challenge.

1.2 Single-Agent RL

Through trial and error, an RL agent attempts to �nd the optimal policy to maximise

its long-term reward. This process is formulated by Markov Decision Processes.

1.2.1 Markov Decision Process

De�nition 1 (Markov Decision Process). An MDP can be described by a tuple of key

elements xS; A; P; R; 
y:

ˆ S: the set of environmental states.

ˆ A: the set of agent's possible actions.

ˆ P : S � A Ñ �pSq: for each time step t P N , given agent's action a P A, the

transition probability from a state s P S to the state in the next time step s1 P S.

ˆ R : S �A �S Ñ R: the reward function that returns a scalar value to the agent for

a transition from s to s1 as a result of action a. The rewards have absolute values

uniformly bounded by Rmax .

ˆ 
 P r0; 1s is the discount factor that represents the value of time.

At each time step t, the environment has a state st . The learning agent observes

this state1 and executes an action at . The action makes the environment transition into

the next state st�1 � Pp�|s t ; atq, and the new environment returns an immediate reward

1If the agent cannot fully observe the environment state, it be it becomes the partially-observable
setting, shorten as POMDP.
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Rpst ; at ; st�1 q to the agent. The reward function can be also written as R : S � A Ñ R,

which is interchangeable with R : S � A � S Ñ R.

1.2.2 Policy and Value Functions

Given above MDP setup, the goal of the agent is to solve the MDP: to �nd the optimal

policy that maximises the reward over time. Mathematically, one common objective is

for the agent to �nd a Markovian (i.e., the input depends on only the current state) and

stationary (i.e., function form is time-independent) policy function � : S Ñ �pAq, with

�p�q denoting the probability simplex.

Formally, a Markov policy depends only on the current state, and can be written as

� : S Ñ �pAqq (1.1)

for discrete stochastic case or � : S Ñ A in the deterministic case. In contrast, a general

or non-Markovian policy may depend on the whole history available at time h. If we

denote the history by

Hh � ps 1; a1; r1; : : : ; sh�1 ; ah�1 ; rh�1 ; shq; (1.2)

then a general policy is a mapping

� h : Hh Ñ �pAq; (1.3)

or equivalently � hpah | Hhq for a stochastic policy.

The optimal Markov policy exists as long as the transition function and the reward

function are both Markovian and stationary, so by default we use � to denote the Markov

policy without further clari�cation.
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The policy takes sequential actions such that the discounted cumulative reward is

maximised in this in�nite-horizon MDP in this in�nite-horizon MDP:

J p�q � E st�1 �P p�|s t ;at q

�
8̧

t�0


 tR pst ; at ; st�1 q
�
�
�at � � p� | s tq ; s0

�

: (1.4)

Another common mathematical objective of an MDP is to maximise the time-average

reward for �nite-horizon MDP:

J p�q � E st�1 �P p�|s t ;at q

�
1
T

T �1¸

t�0

Rpst ; at ; st�1 q
�
�
�at � � p� | s tq ; s0

�

: (1.5)

We will adopt the in�nite-horizon MDP setting by default.

Based on the objective function of Eq. (1.4), under a given policy �, we can de�ne

the state-action function (namely, the Q-function, which determines the expected return

from undertaking action a in state s) and the value function (which determines the return

associated with the policy in state s) as:

Q� ps; aq � E �

�
¸

t¥0


 tR pst ; at ; st�1 q
�
�
�a0 � a; s 0 � s

�

; @s P S; a P A (1.6)

V � psq � E �

�
¸

t¥0


 tR pst ; at ; st�1 q
�
�
�s0 � s

�

; @s P S (1.7)

where E� is the expectation under the probability measure P� over the set of in�nitely

long state-action trajectories � � ps0; a0; s1; a1; :::q and where P� is induced by state

transition probability P , the policy �, the initial state s and initial action a (in the

case of the Q-function). The connection between the Q-function and value function is

V � psq � E a��p�|sq rQ� ps; aqs and Q� � E s1�P p�|s;aq rRps; a; s1q � V � ps1qs.

1.2.3 Value Iteration

Value-Based Method

For all MDPs with �nite states and actions, there exists at least one deterministic sta-

tionary optimal policy. With the known transition function Pps1|s; aq, this becomes a

21



Algorithm 1 Value Iteration

1: Input: transition model P , reward function R, discount factor 
, tolerance "
2: Initialize V0psq arbitrarily for all s P S
3: for k � 0; 1; 2; : : : do
4: Vk�1 psq Ð maxa

°
s1 Pps1|s; aq pRps; a; s1q � 
V kps1qq ; @s P S

5: if }Vk�1 � V k}8   " then
6: break
7: Return: V k�1 and � � psq P arg maxa

°
s1 Pps1|s; aqpRps; a; s1q � 
V k�1 ps1qq

dynamic programming problem. One of the most fundamental dynamic programming

methods for computing the optimal value is value iteration as Alg. 1. Starting from an

arbitrary initial value function V 0, value iteration repeatedly applies the Bellman opti-

mality operator:

Vk�1 psq � max
a

¸

s1

Pps1|s; aq pRps; a; s1q � 
V kps1qq : (1.8)

After convergence, an optimal policy can be recovered by acting greedily with respect to

the converged value function:

� � psq P arg max
a

¸

s1

Pps1|s; aq pRps; a; s1q � 
V � ps1qq : (1.9)

Without knowing the transition function P , Q-learning is introduced to �nd the opti-

mal Q-function Q� that maximises Eq. (1.6). Correspondingly, the optimal policy can be

derived from the Q-function by taking the greedy action �� psq � arg maxa Q� ps; aq. The

classic Q-learning algorithm approximates Q� by Q̂, and updates its value via temporal-

di�erence learning:

Q̂pst ; atq Ð Q̂pst ; atq � �
�

Rt � 
 max
aPA

Q̂pst�1 ; aq � Q̂pst ; atq
	

: (1.10)

Researchers applied neural networks as a function approximator for the Q-function in

updating Eq. (1.10). Speci�cally, DQN optimises the following equation:

min
�

Epst ;at ;R t ;st�1 q�D

� �
Rt � 
 max

aPA
Q� � pst�1 ; aq � Q � pst ; atq

	 2
�

: (1.11)
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The neural network parameters � is �tted by drawing i.i.d. samples from the replay bu�er

D and then updating in a supervised learning fashion. Q� � is a slowly updated target

network that helps stabilise training.

Bellman Operator

Using the MDP notation introduced above, the Bellman operator maps a value function

to its one-step look-ahead update under the transition kernel P and reward function R.

For a �xed policy �, the Bellman expectation operator is de�ned by

pB� V qpsq � Ea��p�|sq; s 1�P p�|s;aq rRps; a; s1q � 
V ps 1qs (1.12)

�
¸

a

�pa | sq
¸

s1

Pps1 | s; aqpRps; a; s1q � 
V ps 1qq : (1.13)

and its shorthand form is BQps; aq �
°

s1 Pa
ss1pRa

ss1 � 
 max a1 Qps1; a1qq. In particular,

the value function de�ned in the previous subsection satis�es the Bellman �xed-point

equation

V � � B � V � : (1.14)

For optimal control, we replace the policy average by a maximisation over actions and

obtain the Bellman optimality operator

pBV qpsq � max
a

¸

s1

Pps1 | s; aq pRps; a; s1q � 
V ps 1qq ; (1.15)

which is the same operator later written in the shorthand form BV psq � maxapRa
s �



°

s1 Pa
ss1V ps1qq. Likewise, for action-values, we have the Bellman optimality operator:

pBQqps; aq �
¸

s1

Pps1 | s; aq
�

Rps; a; s1q � 
 max
a1

Qps1; a1q
	

: (1.16)

and its shorthand form is BQps; aq �
°

s1 Pa
ss1pRa

ss1 � 
 max a1 Qps1; a1qq.
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Convergence of Bellman Operator

De�nition 2 (Metric Space). A metric space pX ; dq is a set X with a metric d de�ned

to measure the distance between any two elements of the set X . The distance measure

in the metric space needs to satisfy the following properties:

ˆ Identity: dpx; xq � 0; @x P X ;

ˆ Non-negativity: dpx; yq ¥� 0; @x; y P X ;

ˆ Symmetry: dpx; yq � dpy; xq; @x; y P X ;

ˆ Triangular Inequality: dpx; zq ¤ dpx; yq � dpy; zq.

De�nition 3 (Cauchy Sequence). In metric space pX ; dq, we take a subset (sequence)

Xc � tx 1; x2; x3; :::; xnu „ X , if @� ¡ 0; DN ¡ 0; @a; b ¡ N; dpx a; xbq; �, then the sequence

Xc is a Cauchy sequence.

De�nition 4 (Complete Metric Space). A metric space pX ; dq is complete if every pos-

sible Cauchy sequence of the elements in the set X converges to an element that belongs

to the set X , i.e., the convergence limit of every Cauchy sequence of the elements of the

set lies in the set itself.

Theorem 5 (Contractor/Contraction Mapping). A function f is de�ned on a metric

space pX ; dq, and satis�es for @x1; x2; D
 P r0; 1q; dpfpx1q; fpx2qq ¤ 
dpx1; x2q, the the

function (operator) f is contraction mapping or contractor.

Theorem 6 (Banach Fixed Point Theorem). Let pX ; dq be a complete metric space and

a function f : X Ñ X be a contractor, then f has a unique �xed point x� P X ( i.e.,

fpx � q � x � ) such that the sequence fpfpfp:::fpxqqqq converges to x� .

Lemma 7 (Bellman Optimal Operator).

BV psq � max
a

pRa
s � 


¸

s1

Pa
ss1V ps1qq (1.17)
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Prove the convergence of value iteration is equivalent of proving the Bellman optimal

operator satis�es the Banach �xed point theorem. In this case, the metric space pX ; dq

has X :� tV psq|V psq P Ru, and d :� ||X ||8 � max |x i |; x i P X . It is easy to see this

metric space is complete.

Theorem 8 (Convergence of Bellman Optimal Operator-V� ). Optimal V � value is a �xed

point of the Bellman contraction operator B, which is applied on general V : S � A Ñ R.

The operator is a contractor in the sup-norm, i.e.,

||BV1 � BV 2||8 ¤ 
||V 1 � V 2||8 (1.18)

Proof.

||BV1 � BV 2||8 � max
s

| max
a

pRa
s � 


¸

s1
1

Pa
ss1V1ps11qq � max

a
pRa

s � 

¸

s1
2

Pa
ss1V2ps12qq| (1.19)

� max
s;a


|
¸

s1

Pa
ss1pV1ps1q � V 2ps1qq| (1.20)

¤ max
s;a



¸

s1

Pa
ss1|V1ps1q � V 2ps1q| (by triangular inequality) (1.21)

¤ max
s;a


 max
s1

|V1ps1q � V 2ps1q| (assign probability 1 to max
s1

q (1.22)

¤ max
s;a


||V 1 � V 2||8 (1.23)

� 
||V 1 � V 2||8 (1.24)

Theorem 9 (Convergence of Bellman Optimal Operator-Q� ). Optimal Q � value is a �xed

point of the Bellman contraction operator B, which is applied on general Q : S � A Ñ R

as: (neglect the �*� in following for simplicity)

BQps; aq �
¸

s1

Pa
ss1pRa

ss1 � 
 max
a1

Qps1; a1qq (1.25)
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The operator is a contractor in the sup-norm, i.e.,

||BQ1 � BQ 2||8 ¤ 
||Q 1 � Q 2||8 (1.26)

Proof.

||BQ1 � BQ 2||8 � max
s;a

|
¸

s1

Pa
ss1pRa

ss1 � 
 max
a1

1

Q1ps1; a1
1q � R a

ss1 � 
 max
a1

2

Q2ps1; a1
2qq|

(1.27)

� max
s;a


|
¸

s1

Pa
ss1pmax

a1
1

Q1ps1; a1
1q � max

a1
2

Q2ps1; a1
2qq| (1.28)

¤ max
s;a



¸

s1

Pa
ss1| max

a1
1

Q1ps1; a1
1q � max

a1
2

Q2ps1; a1
2q| (by triangular inequality)

(1.29)

¤ max
s;a



¸

s1

Pa
ss1 max

a1
|Q1ps1; a1q � Q 2ps1; a1q| (by convexity of max function)

(1.30)

¤ max
s;a


 max
a1

|Q1pŝ1; a1q � Q 2pŝ1; a1q| (assign probability 1 to max
s1

q

(1.31)

¤ max
s;a


||Q 1 � Q 2||8 (1.32)

� 
||Q 1 � Q 2||8 (1.33)

Not only the optimal Bellman operators have contraction property, but also the gen-

eral Bellman operators. The proofs are similar and omitted here.

Remark 10. Speci�cally, in the contraction of normal Bellman operators, if one of the

value function is the unbiased value function, e.g., V�
2 � BV �

2 or Q�
2 � BQ �

2 , another

one is the estimation (V�
1 or Q�

1 ), the convergence theorems say that the estimated value

function will converge to the true value function.
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Convergence of Q-Learning

Theorem 11 (Convergence of Q-Learning). Consider a �nite discounted MDP with

bounded rewards, and the Q-learning update

Qt�1 pst ; atq � p1 � � tpst ; atqqQtpst ; atq � � tpst ; atq
�
r t � 
 max

a1
Qtpst�1 ; a1q

�
; (1.34)

while for ps; aq � pst ; atq we keep

Qt�1 ps; aq � Q tps; aq: (1.35)

Assume:

ˆ every state-action pair ps; aq is visited in�nitely often;

ˆ the reward is uniformly bounded;

ˆ the learning rates satisfy the Robbins-Monro conditions

8̧

t�0

� tps; aq � 8;
8̧

t�0

� 2
t ps; aq   8; @ps; aq P S � A: (1.36)

Then the iterates Qt converge to the optimal action-value function Q� almost surely:

Qtps; aq a:s:ÝÝÝÑ
tÑ8

Q� ps; aq; @ps; aq P S � A; (1.37)

where Q� is the unique �xed point of the Bellman optimality operator

pBQqps; aq �
¸

s1

Pps1|s; aq
�

Rps; a; s1q � 
 max
a1

Qps1; a1q
	

: (1.38)

Remark 12. This theorem shows that Q-learning is a stochastic approximation procedure

for solving the Bellman optimality �xed-point equation. The contraction of B guarantees
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uniqueness of Q� , while the martingale-di�erence noise induced by sampling transitions

is controlled by the diminishing step sizes.

1.2.4 Policy Gradient

Policy-Based Method

Policy-based methods are designed to directly search over the policy space to �nd the op-

timal policy � � . One can parameterise the policy expression �� � � � p�|sq and update the

parameter � in the direction that maximises the cumulative reward � Ð � � �r � V � � psq

to �nd the optimal policy. However, the gradient will depend on the unknown e�ects of

policy changes on the state distribution. The famous policy gradient (PG) theorem [Sut-

ton et al., 2000] derives an analytical solution that does not involve the state distribution,

that is:

r � V � � psq � E s�� � � p�q;a�� � p�|sq

�
r � log � � pa|sq � Q� � ps; aq

�
(1.39)

where � � � is the state occupancy measure under policy �� and r log � � pa|sq is the updating

score of the policy. When the policy is deterministic and the action set is continuous, one

obtains the deterministic policy gradient (DPG) theorem [Silver et al., 2014] as

r � V � � psq � E s�� � � p�q

�
r � � � pa|sq � raQ� � ps; aq

�
�
a�� � psq

�
: (1.40)

A classic implementation of the PG theorem is REINFORCE [Williams, 1992], which

uses a sample return Rt �
° T

i�t 
 i�t r i to estimate Q� � . Alternatively, one can use a

model of Q! (also called critic) to approximate the true Q� � and update the parameter

! via TD learning. This approach gives rise to the famous actor-critic methods [Konda

and Tsitsiklis, 2000; Peters and Schaal, 2008]. Important variants of actor-critic methods

include trust-region methods [Schulman et al., 2015a, 2017], soft actor-critic methods

[Haarnoja et al., 2018], and deep deterministic policy gradient (DDPG) methods [Lillicrap

et al., 2015].
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Policy Gradient Theorem

In this subsection, we write the policy objective as

Jp�q :� E s0 �p 0 rV � � ps0qs : (1.41)

Here � � � denotes the discounted state occupancy measure induced by policy �� , and

� � pa | sq denotes a stochastic policy parameterized by �. For the reparameterization

form, we assume that an action can be generated by �rst sampling � � pp�q from a �xed

noise distribution and then applying a di�erentiable transformation

a � f � p�; sq: (1.42)

The conditional density induced by this sampling procedure is just the policy �� pa | sq.

Assumption 1. S and A are closed and bounded.

Assumption 2. Pps 1 | s; aq, f� p�; sq, �� pa | sq, pp�q, Rps; a; s1q, p0psq and their derivatives

are continuous in all variables s, a, s1, �, and �.

Remark 13. The two assumptions above allow us to exchange derivatives and integrals,

and the order of multiple integrations, using Fubini's theorem and Leibniz integral rule.

Theorem 14 (Stochastic Policy Gradient (SPG) Theorem). Suppose that the MDP sat-

is�es Assumption 1 and 2, then

r � Jp�q � E s�� � � ; a�� � p�|sqrr � log � � pa | sq Q� � ps; aqs

� E s�� � � ; a�� � p�|sq; s1�P p�|s;aq rr � log � � pa | sq pRps; a; s1q � 
V � � ps1qqs :

Corollary 15 (Baseline Subtraction Stochastic Policy Gradient).

r � Jp�q � E s�� � � ; a�� � p�|sq; s1�P p�|s;aq rr � log � � pa | sq pRps; a; s1q � 
V � � ps1q � V � � psqqs

� E s�� � � ; a�� � p�|sqrr � log � � pa | sq A� � ps; aqs :
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where A� � ps; aq � Q � � ps; aq � V � � psq is the advantage function. Both of these are

unbiased, but baseline subtraction reduces the variance in gradient estimation.

Theorem 16 (Reparameterization Policy Gradient Theorem). Suppose that the MDP

satis�es Assumption 1 and 2, then

r � Jp�q � E s�� � � ; ��p

�
r � f � p�; sqr aQ� � ps; aq

�
�
a�f � p�;sq

�
:

Proof. By the policy gradient theorem, we have

r � Jp�q �
»

� � � psq�� pa | sqQ� � ps; aqr � log � � pa | sq da ds:

Thus

r � Jp�q

�
»

� � � psq�� pa | sqQ� � ps; aqr � log � � pa | sq da ds

�
»

� � � psq
� »

Q� � ps; aqr � � � pa | sq da



ds

�
»

� � � psq
� »

r � pQ� � ps; aq�� pa | sqq da �
»

� � pa | sqr � Q� � ps; aq da
�

ds

�
»

� � � psq
�
r �

� »
Q� � ps; aq�� pa | sq da



�

»
� � pa | sqr � Q� � ps; aq da

�
ds

�
»

� � � psq
�
r �

� »
pp�qQ� � ps; f� p�; sqq d�



�

»
pp�qr � Q� � ps; aq

�
�
a�f � p�;sq

d�
�

ds

(by reparameterization)

�
»

� � � psq
� »

pp�q
�

r � f � p�; sqr aQ� � ps; aq
�
�
a�f � p�;sq

� r � Q� � ps; aq
�
�
a�f � p�;sq

	
d�

�
»

pp�qr � Q� � ps; aq
�
�
a�f � p�;sq

d�
�

ds

�
»

� � � psq pp�qr� f � p�; sqr aQ� � ps; aq
�
�
a�f � p�;sq

d� ds:

Remark 17. This theorem is a direct application of reparameterization to the gradient of

the policy objective. It is understood to be known but is not formally presented or derived
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for policy gradients in any existing work. We include it here for completeness as well as

a useful theoretical tool.

Corollary 18 (Deterministic Policy Gradient Theorem). Suppose that the MDP satis�es

Assumption 1 and 2, for a deterministic policy �� psq, we have

r � Jp�q � E s�� � �

�
r � � � psqraQ� � ps; aq

�
�
a�� � psq

�
:

Proof. Let pp�q be the delta function. Thus
³

pp�qf� p�; sq d� � f � p0; sq. Furthermore, let

f � p0; sq � � � psq. By Theorem 16,

r � Jp�q �
»

� � � psq
� »

pp�qr � f � p�; sqr aQ� � ps; aq
�
�
a�f � p�;sq

d�



ds

�
»

� � � psqr � f � p0; sqraQ� � ps; aq
�
�
a�f � p0;sq

ds

�
»

� � � psqr � � � psqraQ� � ps; aq
�
�
a�� � psq

ds:

Remark 19. Both DPG and DDPG are proposed based on this theorem, which is �rst

proved by Silver et al. [2014]. It is limited to deterministic policies and thus can be deduced

as a corollary of Theorem 16, which is applicable to stochastic policies as well.

Corollary 20 (Entropy-regularized Reparameterization Policy Gradient Theorem). Con-

sider the entropy-regularized values

V � � ps0q � E �

�
8̧

t�0


 t pRpst ; at ; st�1 q � �Hp� � p� | stqqq

�

;

Q� � ps0; a0q � E �

�
8̧

t�0


 tRpst ; at ; st�1 q � �
8̧

t�1


 tHp� � p� | stqq

�

;

where

Hppq � �
»

ppxq log ppxq dx
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is the di�erential entropy for probability density function ppxq, and � is a positive con-

stant. Suppose that the MDP satis�es Assumption 1 and 2, then

r � Jp�q � E s�� � � ; ��p

�
r � f � p�; sqr aQ� � ps; aq

�
�
a�f � p�;sq

� �r � log � � pf� p�; sq | sq
�

:

1.3 Game-Theoretical Multi-Agent RL

Single-agent RL studies decision making against an environment whose dynamics are

�xed and do not strategically respond to the learner's behavior. In multi-agent RL, by

contrast, part of the environment is replaced by other learning or decision-making agents.

As a result, the return of each agent depends not only on the state transition model and

its own policy, but also on the policies chosen by the other agents. This interdependence

naturally gives rise to a game-theoretical structure.

From this perspective, multi-agent RL can be viewed as extending MDPs to interac-

tive decision processes with multiple players, joint actions, and possibly di�erent reward

functions. Compared with the single-agent objective in Eq. (1.4), where one optimizes

a single policy against a passive environment, the multi-agent objective is de�ned over a

tuple of policies p�1; : : : ; � M q. For player i, a general discounted-return objective can be

written as

Ji p� 1; : : : ; � M q � E � 1 ;:::;� M

�
8̧

t�0


 t r i pst ; a1
t ; : : : ; aM

t q

�

: (1.43)

The optimization problem is therefore no longer simply max� Jp�q, but rather a strategic

problem in which each player optimizes its own objective while accounting for the poli-

cies of others. Depending on the reward structure, one studies solution concepts such as

equilibrium policies, minimax policies in zero-sum games, or cooperative optima in team

settings. In this section, we �rst introduce minimax optimization as the mathematical

core of competitive interaction, then review zero-sum games, followed by their sequen-

tial extension to Markov games, and �nally brie�y discuss general-sum and cooperative

settings.
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Minimax Optimization The mathematical core of zero-sum game solving is mini-

max optimization. In its most basic form, one optimizes an objective fpx; yq with two

competing variables x P Rm and y P Rn :

min
xPRm

max
yPRn

fpx; yq (1.44)

where fpx; yq : Rm � R n Ñ R is not necessarily convex-concave. When fp�; yq is convex

for every �xed y and fpx; �q is concave for every �xed x, the problem is called convex-

concave. Many game-theoretic learning problems, especially in multi-agent reinforcement

learning, can be understood as �nding stable solutions to such minimax structures.

1.3.1 Zero-Sum Game

Zero-sum games provide the canonical game-theoretic setting in which the minimax struc-

ture in Eq. (1.44) arises naturally. They model fully competitive interactions, where one

player's gain is exactly the other player's loss, so the total utility sums to zero.

For a two-player zero-sum game, let � denote the policy of the maximizing player and

� denote the policy of the minimizing player, and let Rp�; �q denote the payo� to the

maximizing player under strategy pair p�; �q. A central result is the minimax theorem

[Von Neumann and Morgenstern, 1945], which states that

max
�

min
�

E
�
R

�
�; �

� �
� min

�
max

�
E

�
R

�
�; �

� �
: (1.45)

The minimax theorem implies that the game has a well-de�ned value, and a Nash equi-

librium is a natural solution concept: when a player uses an equilibrium strategy, the

opponent cannot improve against it by unilateral deviation.

De�nition 21 (Nash Equilibrium). For a two-player zero-sum game, a strategy pair

p� � ; � � q is called a Nash equilibrium if neither player can improve its objective by unilat-
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eral deviation, that is,

E
�
Rp�; � � q

�
¤ E

�
Rp� � ; � � q

�
¤ E

�
Rp� � ; �q

�
; @�; �: (1.46)

1.3.2 Markov Game

De�nition 22 (Markov Game). A �nite-horizon Markov game can be viewed as the

sequential extension of a stage game, where players repeatedly interact over H steps

and the environment state evolves according to a Markov transition rule. In the general

multi-player case, a Markov game is speci�ed by

@
H; S; tA i uM

i�1 ; P; tR i uM
i�1

D
; (1.47)

where H is the horizon, S is the state space, Ai is the action space of player i, P �

tP huhPrHs is a collection of transition kernels

Ph : S � A 1 � � � � � A M Ñ �pSq; (1.48)

and Ri � tR i;h uhPrHs is the reward function of player i with

Ri;h : S � A 1 � � � � � A M Ñ R: (1.49)

1.3.3 Two-Player Zero-Sum Markov Game

As a special case of Markov game, we de�ne two-player zero-sum Markov game as follows.

De�nition 23 (Two-Player Zero-Sum Markov Game). It is speci�ed by the tuple

xH; S; A; B; P; Ry; (1.50)
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where A and B are the action spaces of the max-player and min-player respectively,

P � tP huhPrHs is a collection of transition kernels

Ph : S � A � B Ñ �pSq; (1.51)

and R � tR huhPrHs is the reward function of the max-player with

Rh : S � A � B Ñ R: (1.52)

The min-player receives reward �Rh, so the total reward sums to zero at each step.

Policy and Value Functions A (Markov) policy � of the max-player is a collection of

functions t� h : S Ñ �pAqu hPrHs, and similarly a policy � of the min-player is a collection

t� h : S Ñ �pBqu hPrHs. We write � hpa | sq and �hpb | sq for the corresponding action

probabilities at step h.

We use V�;�
h : S Ñ R to denote the value function at step h under policy � and �,

so that V �;�
h psq gives the expected cumulative rewards received under policy � and �,

starting from s at step h:

V �;�
h psq:� E �;�

� Ḩ

h1�h

Rh1psh1; ah1; bh1q

�
�
�
�sh � s

�
: (1.53)

We also de�ne Q�;�
h : S � A � B Ñ R to be the action-value function at step h so that

Q�;�
h ps; a; bq gives the cumulative rewards received under policy � and �, starting from

ps; a; bq at step h:

Q�;�
h ps; a; bq

:� E �;�

� Ḩ

h1�h

Rh1psh1; ah1; bh1q
�
�sh � s; a h � a; b h � b

�
:

(1.54)

For simplicity, we de�ne the transition operator

rPhV sps; a; bq:� E s1�P h p�|s;a;bqV ps1q (1.55)
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for any value function V . We also use

rD � h �� h Qspsq:� E a�� h p�|sq; b�� h p�|sqQps; a; bq (1.56)

for any action-value function Q. By de�nition of value functions, we have the Bellman

equation $
'&

'%

Q�;�
h ps; a; bq � pRh � P hV �;�

h�1 qps; a; bq;

V �;�
h psq � pD� h �� h Q�;�

h qpsq;
(1.57)

for all ps; a; b; hq P S � A � B � rHs, and at the pH � 1q th step we have V�;�
H�1 psq � 0 for

all s P S.

Best Response and Nash Equilibrium. For any policy of the max-player �, there

exists a best response of the min-player, which is a policy �: p�q satisfying V�;� : p�q
h psq �

inf � V �;�
h psq for any ps; hq P S � rHs. We denote V�;:h :� V �;� : p�q

h . According to the

previous Bellman equation (3.3), we further have the best response de�ned in a dynamic

programming manner (which is applied in the experimental section):

Q�;:
h ps; a; bq � pRh � P hV �;:

h�1 qps; a; bq (1.58)

V �;:
h psq � inf

�
pD� h �� h Q�;:

h qpsq (1.59)

By symmetry, we can also de�ne �: p�q and V:;�
h . It is further known that there exist

policies � � , � � that are optimal against the best responses of the opponents, in the sense

that $
''&

''%

V � � ;:
h psq � sup

�
V �;:

h psq;

V :;� �

h psq � inf
�

V :;�
h psq;
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for all ps; hq P S � rHs. We call these optimal strategies p�� ; � � q the Nash equilibrium of

the Markov game, which satis�es the following minimax equation2:

sup� inf � V �;�
h psq � V � � ;� �

h psq � inf � sup� V �;�
h psq:

Intuitively, a Nash equilibrium gives a solution in which no player has anything to gain

by changing only her own policy.

Learning Objective. We measure the suboptimality of any pair of general policies

p�̂; �̂q using the gap between their performance and the performance of the optimal strat-

egy (i.e., Nash equilibrium) when playing against the best responses respectively:

V :;�̂
1 ps1q � V �̂;:

1 ps1q

�
�
V :;�̂

1 ps1q � V �
1 ps1q

�
�

�
V �

1 ps1q � V �̂;:
1 ps1q

�
:

De�nition 24 (�-approximate Nash equilibrium). A pair of general policies p�̂; �̂q is an

�-approximate Nash equilibrium, if V :;�̂
1 ps1q � V �̂;:

1 ps1q ¤ �.

In value iteration for Markov games with simulator, the estimated transition model

is:

P̂hps1 | s; a; bq �
1
n

n¸

i�1

1rs1
i � s 1s (1.60)

Nash equilibrium policies �̂ can be derived with the following:

By Bellman optimality equation,

Q�
hps; a; bq � Rhps; a; bq � pP̂hV �

h�1 qps; a; bq (1.61)

V �
h psq � min

� h
max

� h

¸

a;b

� hpa|sq�hpb|sqQ�hps; a; bq (1.62)

2The minimax theorem here is di�erent from the one for matrix games, i.e. max� min � J A �
min max� � J A for any matrix A, since here V �;�

h psq is in general not bilinear in �; �.
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The Nash equilibrium p�̂; �̂q can be calculated by:

p�̂ hp�|sq; �̂hp�|sqq � arg min
� h

arg max
� h

¸

a;b

� hpa|sq�hpb|sqQ�hps; a; bq (1.63)

for each ps; hq.

Theorem 25. For value iteration (VI) with simulator in two-player zero-sum Markov

game, with n ¥ cH 4 �
� 2 ; � � log 2HSA

p , with probability at least 1�p, the policy p�̂; �̂q resulting

from VI will be ��optimal.

V :;�̂
1 ps1q � V �̂;:

1 ps1q ¤ � (1.64)

1.3.4 Markov Potential Game

Markov potential games form an important structured subclass of general-sum Markov

games. While a general-sum game may involve con�icting objectives across players, a

potential game admits a single scalar potential function that tracks every player's in-

centive for unilateral deviation. This structure is useful because it converts a strategic

equilibrium problem into an optimization problem over the potential function.

Potential Game

We �rst recall the stage-game notion. Let N be the number of players, let Ai be the

action space of player i, and write the joint action as a � pai ; a�i q P A1 � � � � � A N .

For a �xed state s, a state-dependent stage game is called a potential game if unilateral

changes in a player's reward are exactly matched by the change in a common potential

function.

De�nition 26 (Stage Potential Game). For a stage game with reward functions

tR i ps; aquNi�1 , it is a state potential game if there exists a function �ps; aq such that for

every player i, every state s, every ai ; ~ai P Ai , and every �xed a�i ,

Ri ps; ~ai ; a�i q � R i ps; ai ; a�i q � �ps; ~a i ; a�i q � �ps; a i ; a�i q: (1.65)
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Markov Potential Game

The dynamic counterpart is obtained by extending a stage potential game with Markov

state transitions, so that one-step payo� comparisons are replaced by comparisons of

long-term value functions induced by policies.

De�nition 27 (Markov Potential Game). Consider a general-sum Markov game with

players i P rNs, policies � � p� 1; : : : ; � N q, and player-wise value functions V�i psq. The

game is called a Markov potential game if there exists a potential function � � psq such

that for every player i, every state s, every �i ; ~� i P � i , and every �xed pro�le � �i P � �i ,

V � i ;� �i
i psq � V ~� i ;� �i

i psq � � � i ;� �i psq � � ~� i ;� �i psq: (1.66)

This de�nition means that every player's incentive for unilateral deviation is perfectly

aligned with the change of the same scalar potential. Consequently, maximizing the

potential is compatible with reaching a Nash equilibrium.

Proposition 28. If � � maximizes the potential function �� psq, then �� is a Nash equi-

librium of the Markov potential game.

Theorem 29. For �nite Markov potential games, there exists at least one deterministic

Nash equilibrium.

Su�cient Conditions. Several structural conditions imply that a Markov game is a

Markov potential game. Typical examples include:

ˆ each state-wise stage game is a potential game and the transition structure preserves

this alignment across states;

ˆ separable rewards together with state-independent transitions;

ˆ action-independent transitions combined with a state-wise potential-game reward

structure.
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These conditions illustrate the main design principle behind Markov potential games:

strategic interactions may be decentralized across players, but the induced incentives can

still be summarized by a single global potential function.

40



Chapter 2

Organization

This thesis is organized into two technical parts that develop a common theme from

complementary directions. Part I studies reinforcement learning algorithms in games,

where the central challenge is strategic decision making in multi-agent environments.

Part II studies reinforcement learning in the era of foundation models, where pretrained

generative models and learned world models provide rich priors for sequential decision

making. Together, the two parts connect the algorithmic foundations of reinforcement

learning with the emerging role of world modeling in large-scale generative and interactive

systems.

Part I begins with Chapter 3 Two-Player Zero-Sum Game, which develops reinforce-

ment learning algorithms in the canonical adversarial setting and establishes the basic

connection between incentives, policies, and equilibrium behaviour. It is followed by

Chapter 4 Zero-Sum Video Game, which brings these ideas into richer video-game envi-

ronments and studies how competitive reinforcement learning behaves in practice at scale.

The part then concludes with Chapter 5 Multi-Player General-Sum Game, which moves

beyond pure competition to more general strategic interaction, where the relevant notion

of optimality is no longer a single winner but an equilibrium shaped by the incentives of

multiple agents.

Part II turns to reinforcement learning with foundation models, motivated by the idea

that broad prior knowledge can make optimisation more e�cient and better aligned with
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complex objectives. Chapter 6 Di�usion World Model studies how di�usion-based gen-

erative models can serve as learned environment models for planning and control. Chap-

ter 7 Consistency Models as Reinforcement Learning Policy explores expressive generative

model classes as policies, showing how advances in generative modeling can directly en-

rich the action space of reinforcement learning. Next, Chapter 8 RL in Few-Step Video

Generation then investigates how reinforcement learning can improve e�cient video gen-

eration when the generator itself is a powerful pretrained model. Chapter 9 Video World

Model further develops the world-modeling perspective in interactive settings, where the

world model must re�ect how actions shape future visual observations. Finally, Chaper 10

World Model with Memory addresses long-horizon sequence modeling, providing archi-

tectural tools that support more capable world models for sequential generation and

interaction.

Taken together, these chapters present a uni�ed view of reinforcement learning as

the study of objective-driven sequential decision making, from algorithmic questions in

strategic games to foundation-model-based systems that rely on learned world models to

represent, predict, and optimise complex environments.
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Part II

Reinforcement Learning in Games
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Chapter 3

Two-Player Zero-Sum Game

This section is based on paper �A Deep Reinforcement Learning Approach for

Finding Non-Exploitable Strategies in Two-Player Atari Games� [Ding et al.,

2022] written in collaboration with Dijia Su, Qinghua Liu and Chi Jin.

3.1 Introduction

Reinforcement learning (RL) in multi-agent systems has succeeded in many challenging

tasks, including Go [Silver et al., 2017], hide-and-seek [Baker et al., 2019], Starcraft

[Vinyals et al., 2017], Dota [Berner et al., 2019], Poker [Heinrich and Silver, 2016; Brown

and Sandholm, 2019; Zha et al., 2021], and board games [Lanctot et al., 2019; Serrino

et al., 2019]. Excluding the systems for Poker, a large number of these works measure

their success in terms of performance against �xed agents, average human players or

experts in a few shots. A distinguishing feature of games is that the opponents can

further model the learner's behaviors, adapt their strategies, and exploit the learner's

weakness. It is highly unclear whether the policies found by many of these multi-agent

systems remain viable against the adversarial exploitation of the opponents.

In this paper, we consider two-player zero-sum Markov games (MGs), and our ob-

jective is to �nd the Nash Equilibrium (NE) [Nash et al., 1950]. By de�nition, the NE

strategy is a stationary point where no player has the incentive to deviate from its current

strategy. Due to the minimax theorem, the NE strategy for one player is also the best
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solution when facing against the best response of the opponent. That is, NE is a natural

solution that is free from the exploitation by adversarial opponents.

The concepts of Nash equilibrium and non-exploitability have been well studied in the

community of learning extensive-form games (EFGs) such as Poker [Heinrich and Silver,

2016; Brown and Sandholm, 2019; Zha et al., 2021; McAleer et al., 2021]. Distinct from

EFGs which feature tree-structured transition dynamics and do not e�ciently represent

the games where multiple states in the past may lead to the same state in the future,

this paper focuses on MGs with general transition structure, and leverages the Markov

structures. Another line of prior works [Heinrich and Silver, 2016; Lanctot et al., 2017]

directly combine the best-response-based algorithm for �nding NE in normal-form games,

such as �ctitious play [Brown, 1951] and double oracle [McMahan et al., 2003], with single-

agent deep RL algorithm such as DQN [Mnih et al., 2013] and PPO [Schulman et al.,

2017] for �nding the best-response. While these approaches can be applied to MGs,

they do not utilize the �ne structure of MGs beyond treating it as normal-form games,

which leads to the signi�cant ine�ciency in learning (as shown in both tabular and Atari

experiments of this paper).

This paper proposes two novel, end-to-end deep reinforcement learning algorithms

for learning the Nash equilibrium of two-player zero-sum Markov games�Nash Deep

Q-Network (Nash-DQN ), and its variant Nash Deep Q-Network with Exploiter (Nash-

DQN-Exploiter ). Nash-DQN combines the recent theoretical progress for learning Nash

equilibria of tabular Markov games [Hu and Wellman, 2003; Bai and Jin, 2020; Liu et al.,

2021; Jin et al., 2021b], with well-known single-agent DRL algorithm DQN [Mnih et al.,

2013] for addressing continuous state space and function approximation. Nash-DQN-

Exploiter is a variant of Nash-DQN which explicitly train an exploiting opponent during

its learning. The exploiting opponent stimulates the exploration for the main agent. Both

algorithms are the practical variants of theoretical algorithms which are guaranteed to

converge to Nash equilibria in the basic tabular setting.

Experimental evaluations are conducted on both tabular Markov games and two-

player video games, to show the e�ectiveness and robustness of the proposed algorithms.
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Figure 3.1: Screen shots of the six two-player video games.

As shown in Fig. 3.1, the video games in our experiments include �ve two-player Atari

games in PettingZoo library [Terry et al., 2021b; Bellemare et al., 2013] and a bench-

mark environment Slime Volley-Ball [Ha, 2020]. Due to the constraints of computational

resource, we consider the RAM-based version of Atari games, and truncate the length

of each game to 300 steps. We test the performance by training adversarial opponents

using DQN that directly exploit the learner's policies. Our experiments in both settings

show that our algorithms signi�cantly outperform standard algorithms for MARL in-

cluding Neural Fictitious Self-Play (NFSP) [Heinrich and Silver, 2016] and Policy Space

Response Oracle (PSRO) [Lanctot et al., 2017], in terms of the robustness against adver-

sarial exploitation.

3.2 Related Works

In this section, we review the related works.

MARL in cooperative games. A rich literature of MARL has been focused on the

cooperative setting, where all players share the same objective, and seek to maximize this

objective jointly. Many empirical or theoretical algorithms have been developed, such as

VDN [Sunehag et al., 2017], COMA [Foerster et al., 2018], QMIX [Rashid et al., 2018],

MADDPG [Lowe et al., 2017], MAPPO [Yu et al., 2021]. In contrast, our paper focus on

the competitive setting and the key challenge is to �nd a policy that is non-exploitable.

Most of the algorithms designed for the cooperative games do not have mechanisms to

handle the adversarial exploitation of the opponents.

MARL in IIEFGs. This line of work [Lanctot et al., 2009; Heinrich et al., 2015a;

Brown and Sandholm, 2019; Farina et al., 2020; McAleer et al., 2021; Kozuno et al.,
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2021; Bai et al., 2022] focuses on learning Imperfect Information Extensive-Form Games

(IIEFGs). This line of results focuses on �nding Nash equilibrium, which is non-

exploitable. However, a majority of these results focus on the settings and applications

(such as Poker) where state space is discrete. More importantly, comparing to MGs, the

model of IIEFGs made a strong assumption of transition which must be tree-formed. The

results of IIEFG typically scales super-linearly with respect to the number of information

sets, which in general grows exponentially with the horizon length of the game.

MARL in zero-sum MGs. There has not been much prior empirical e�orts to

design algorithms specializing in solving zero-sum MGs. However, there is a rich class

of empirical algorithms that can be directly applied to this setting. These algorithms

involve combining single-agent RL algorithm, such as deep Q-network (DQN) [Mnih

et al., 2013] or proximal policy optimisation (PPO) [Schulman et al., 2017], with best-

response-based Nash equilibrium �nding algorithm for normal-form games, including

�ctitious play (FP) [Brown, 1951], double oracle (DO) [McMahan et al., 2003], and many

others. A few other examples such as neural �ctitious self-play (NFSP) [Heinrich and

Silver, 2016], policy space response oracles (PSRO) [Lanctot et al., 2017], online double

oracle [Dinh et al., 2021] and prioritized �ctitious self-play [Vinyals et al., 2019] also in

general fall into this class of algorithms or their variants. These algorithms call single-

agent RL algorithm to compute the best response of the current �meta-strategy�, and

then use the best-response-based algorithm for normal-form games to compute a new

�meta-strategy�. However, these algorithms inherently treat MGs as normal-form games,

do not e�ciently utilize the �ner structure within MGs. Speci�cally, for normal-form

game, FP has a convergence rate exponential in the number of actions, while DO is

linear. However, a direct converting of Markov game to normal-form game will generate

a new action space exponential in horizon, number of states and number of actions in

original Markov game. This, as shown in our experiments, leads to signi�cant ine�ciency

in scaling up with size of the MGs.

On the other hand, there has been rich studies on two-player zero-sum Markov games

from the theoretical perspectives. Many of these works [Hu and Wellman, 2003; Bai and
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Jin, 2020; Bai et al., 2020; Liu et al., 2021; Jin et al., 2021a] focused on the tabular

setting, which requires the numbers of states and actions to be �nite. These algorithms

are proved to converge to the Nash equilibria policies in a number of samples that is

polynomial in the number of states, actions, horizon (or the discount coe�cient), and

the target accuracy. Among those, Nash Q-learning [Hu and Wellman, 2003] is one of

the earliest works along this line of research, which provably converges to NE for general-

sum games under the assumption that the NE is unique for each stage game during

learning process. On the other hand, Golf-with-Exploiter [Jin et al., 2021b] is another

theoretical work with provable polynomial convergence for two-player zero-sum Markov

games. Our Nash DQN algorithm is designed based on the provable tabular algorithm

Nash Value Iteration [Liu et al., 2021], which is a natural extension of value iteration

algorithm from single-agent setting to the multi-agent setting. For better understanding,

we provide a detailed comparison of similarities and di�erences of Nash Q-learning, Nash

Value Iteration, Golf-with-Exploiter and Nash DQN in the Sec. 3.7.8. [Xie et al., 2020]

considers Markov games with linear function approximation. There are a few theoretical

works on studying zero-sum Markov games with general function approximation [Jin

et al., 2021b; Huang et al., 2021], which include neural network function approximation

as special cases. However, these algorithms are sample-e�cient, but not computationally

e�cient. They require solving optimistic policies with complicated con�dence sets as

constraints, which can not be run in practice.

Single-agent deep reinforcement learning. Deep RL algorithms have been

demonstrated e�ectively for optimizing polices in the single-agent setting. O�-policy

algorithms like deep Q-network (DQN) [Mnih et al., 2013] and its variants have shown

great superhuman performances on real-time Atari video games [Badia et al., 2020].

On-policy algorithms like proximal policy optimisation (PPO) [Schulman et al., 2017]

has been widely applied for complex tasks with both discrete and continuous action

spaces. We refer readers to [Sutton and Barto, 2018; Arulkumaran et al., 2017; Lillicrap

et al., 2015; Dong et al., 2020] and the references therein for more algorithms and details

about single-agent deep RL.
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3.3 Preliminaries

In this paper, we consider Markov Games [MGs, Shapley, 1953; Littman, 1994], which

generalizes standard Markov Decision Processes (MDPs) into multi-player settings. Each

player has its own utility and optimize its policy to maximize the utility. We consider a

special setting in MG called two-player zero-sum games, which has a competitive rela-

tionship between the two players.

More concretely, consider a in�nite-horizon discounted version of two-player zero-sum

MG, which is denoted as MGpS; A; B; P; r; 
q. S is the state space, A and B are the

action spaces for the max-player and min-player respectively. P is the state transition

distribution, and Pp�|s; a; bq is the distribution of the next state given the current state

s and action pair pa; bq. r : S � A � B Ñ R is the reward function. In the zero-sum

setting, the reward is the gain for the max-player and the loss for the min-player due

to the zero-sum payo� structure. 
 P r0; 1s is the discount factor. At each step, the

two players will observe the state s P S and choose their actions a P A and b P B

independently and simultaneously. The action from their opponent can be observed after

they take the actions, and the reward rps; a; bq will be received (r for max-player and �r

for min-player). The environment then transit to the next state s1 � Pp�|s; a; bq.

Policy, value function. We de�ne the policy and value functions for each player. For

the max-player, the (Markov) policy is a map � : S Ñ � A . Here we only consider discrete

action space, so �A is the probability simplex over action set A. Similarly, the policy for

the min-player is � : S Ñ � B.

V �;� : S Ñ R represents the value function evaluated with policies � and �, which can

be expanded as the expected cumulative reward starting from the state s,

V �;� psq:� E �;�

� 8̧

h�1


 h�1 rpsh; ah; bhq

�
�
�
�s1 � s

�
: (3.1)
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Correspondingly, Q�;� : S � A � B Ñ R is the state-action value function evaluated with

policies � and �, which can also be expanded as expected cumulative rewards as:

Q�;� ps; a; bq:� E �;�

� 8̧

h�1


 h�1 rpsh; ah; bhq
�
�s1 � s; a 1 � a; b 1 � b

�
: (3.2)

In this paper we also use a simpli�ed notation for convenience, rPV sps; a; bq:�

Es1�Pp�|s;a;bq V ps1q, where P as the transition function can be viewed as an operator.

Similarly, we denote rD� Qspsq:� E pa;bq��p�;�|sq Qps; a; bq for any state-action value func-

tion. In this way, the Bellman equation for two-player MG can be written as:

Q�;� ps; a; bq � pr � 
PV �;� qps; a; bq; V�;� psq � pD��� Q�;� qpsq; (3.3)

for all ps; a; bq P S � A � B.

Best response and Nash equilibrium. In two-player games, if the other player al-

ways play a �xed Markov policy, optimizing over learner's policy is the same as optimizing

over the policy of single agent in MDP (with other players' polices as a part of the en-

vironment). For two-player cases, given the max-player's policy �, there exists a best

response of the min-player, which is a policy �: p�q satisfying V�;� : p�qpsq � inf � V �;� psq

for any s P S. We simplify the notation as: V�;: :� V �;� : p�q . Similar best response for

a given min-player's policy � also exists as �: p�q satisfying V:;� � sup � V �;� . By lever-

aging the Bellman equation Eq. (3.3), the best response can be derived with dynamic

programming,

Q�;: ps; a; bq � pr � 
PV �;: qps; a; bq; V�;: psq � inf
�

pD��� Q�;: qpsq (3.4)

The Nash equilibrium (NE) is de�ned as a pair of policies p�� ; � � q serving as the

optimal against the best responses of the opponents, indicating:

V � � ;: psq � sup
�

V �;: psq; V:;� �
psq � inf

�
V :;� psq; (3.5)
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for all s P S. The existence of NE is shown by previous work [Filar and Vrieze, 2012].

Furthermore, NE strategies satisfy the following minimax equation:

sup� inf � V �;� psq � V � � ;� �
psq � inf � sup� V �;� psq: (3.6)

which is similar as the normal-form game but without the bilinear structure of the payo�

matrix. NE strategies are the ones where no player has incentive to change its own

strategy. The value functions of p�� ; � � q is denoted as V� and Q� , which satisfy the

following Bellman optimality equation:

Q� ps; a; bq � pr � 
PV �;: qps; a; bq

V � psq � sup
�P� A

inf
�P� B

pD��� Q� qpsq � inf
�P� B

sup
�P� A

pD��� Q� qpsq:
(3.7)

Learning Objective. The exploitability of policy p�̂; �̂q can be de�ned as the di�er-

ence in values comparing to Nash strategies when playing against their best response.

Formally, the exploitability of the max-player can be de�ned as V� ps1q � V �̂;: ps1q while

the exploitability of the min-player is de�ned as V:;�̂ ps1q � V � ps1q. We de�ne the total

suboptimality of p�̂; �̂q simply as the summation of the exploitability of both players

V :;�̂ ps1q � V �̂;: ps1q �
�
V :;�̂ ps1q � V � ps1q

�
�

�
V � ps1q � V �̂;: ps1q

�
: (3.8)

This quantity is also known as the duality gap in the literature of MGs, which can be

viewed as a distance measure to Nash equilibria. We note that the duality gap of Nash

equilibria is equal to zero. Furthermore, all video games we conduct experiments on are

symmetric to two players, which implies that V� ps1q � 0.

Nash-VI and Nash Q-Learning. The model-based tabular algorithm for MGs�

Nash-VI , computes the near-optimal policy by performing Bellman optimality update

Eq. (3.7) with pP; rq replaced by their empirical estimates using samples. The empirical

estimates of the entryP̂ps1|s; a; bq in transition matrix is computed by how many times

ps; a; b; s1q is visited divided by how many times ps; a; bq is visited. Please see Algorithm
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12 in Sec. for more details. Similar to the relation between Q-learning and VI in the

single-agent setting, Nash Q-Learning [Hu and Wellman, 2003] is the model-free version

of Nash-VI , which performs incremental update

Qps; a; bq Ð p1 � �qQps; a; bq � �pr � 
 � NashpQps 1; �; �qq

whenever a new sample ps; a; b; r; s1q is observed.

3.4 Methodology

To learn the Nash equilibria of two-player zero-sum Markov games, this paper proposes

two novel, end-to-end deep MARL algorithms�Nash-DQN and Nash-DQN-Exploiter .

Nash-DQN combines single-agent DQN [Mnih et al., 2013] with Nash-VI [Liu et al.,

2021]�a provable algorithm for tabular Markov games. Nash-DQN-Exploiter is a variant

of Nash-DQN by explicitly training an adversarial opponent during the learning phase

to encourage the exploration of the learning agent. The details of Nash-VI is discussed

in Sec. 3.7.6.

3.4.1 Nash-DQN

We describe Nash-DQN in Algorithm 2 which incorporates neural networks into the

tabular Nash-VI [Liu et al., 2021] algorithm for approximating the Q-value function.

Similar to the single-agent DQN, Nash-DQN maintains two networks in the training

process: the Q-network and its target network, which are parameterized by � and �target ,

respectively. In each episode, Nash-DQN executes the following two main steps:


 Data collection: Nash-DQN adopts the �-greedy strategy for exploration. At each

state st , with probability �, both players take random actions; otherwise, they will sample

actions pat ; btq from the Nash equilibrium of its Q-value matrix (i.e., NashpQ� pst ; �; �qq,

see (3.9)). After that, we add the collected data into the experience replay bu�er D.
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Algorithm 2 Nash Deep Q-Network (Nash-DQN )

1: Initialize replay bu�er D � H, counter i � 0, Q-network Q �

2: Initialize target network parameters: �target Ð �.
3: for episode k � 1; : : : ; K do
4: reset the environment and observe s1.
5: for t � 1; : : : ; H do
6: % collect data

7: sample actions pat ; btq from

#
UniformpA � Bq with probability �

p� t ; � tq � NashpQ� pst ; �; �qq otherwise.
8: execute actions pat ; btq, observe reward rt , next state st�1 .
9: store data sample pst ; at ; bt ; r t ; st�1 q into D

10: % update Q-network
11: randomly sample minibatch M € t1; : : : ; |D|u.
12: for all j P M do
13: compute p�̂; �̂q � NashpQ � target psj�1 ; �; �qq
14: set yj � r j � 
�̂ J Q� target psj�1 ; �; �q�̂.
15: Perform m steps of GD on loss

°
jPM pyj � Q � psj ; aj ; bj qq2 to update �.

16: % update target network
17: i � i � 1; if i%N � 0: � target Ð �.


 Model update: We �rst randomly sample a batch of data M from replay bu�er

D, and then perform m-steps gradient descent to update � using the loss below

°
jPM pQ� psj ; aj ; bj q � y j q

2 ;

where target yj is computed according to line 14. We adopt the convention of setting

Q� target psj�1 ; �; �q � 0 for all terminal state s j�1 .

Here, Nashp�q is the NE subroutine for normal-form games, which takes a payo� matrix

A P RA�B as input and outputs one of its Nash equilibria p�� ; � � q. In math, we have:

p� � ; � � q � NashpAq if and only if @�; �; � J A� � ¤ p� � qJ A� � ¤ p� � qJ A�: (3.9)

There are several o�-the-shelf libraries to implement this Nash subroutine. After com-

paring the performance of several di�erent implementations (see Sec. 3.6 for details), we

found the ECOS library [Domahidi et al., 2013] works the best, which from now on is set

as the default choice in our algorithms.
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Regarding the choice of target value update (line 14), one can view it as a Monte

Carlo estimate of

rpsj ; aj ; bj q � 
E s1�Pp�|s j ;aj ;bj qrmax�̂P� A min�̂P� B �̂ | Q� target ps1; �; �q�̂s: (3.10)

Intuitively, we aim to approximate the Q-value function of Nash equilibria Q� by our Q-

network Q� . Recall that Q� is the unique solution of the Bellman optimality equations:

@ps; a; bq; Q� ps; a; bq � rps; a; bq�
E s1�Pp�|s;a;bq rmax�̂P� A min�̂P� B �̂ | Q� ps1; �; �q�̂s: (3.11)

As a result, by performing gradient descent on � to minimize the square loss as in line

15, Q� will decrease its Bellman error, and eventually converge to Q� , as more samples

are collected. Finally, we remark that the target Nash Q-network (Q� target ) is updated in

a delayed manner as DQN to stabilize the training process.

3.4.2 Nash-DQN-Exploiter

Nash-DQN relies on the �-greedy strategy for exploration. To improve the exploration

e�ciency, we propose a variant of Nash-DQN � Nash-DQN-Exploiter , which additionally

introduces an exploiter in the training procedure. By constantly exploiting the weakness

of the main agent, the exploiter forces the main agent to play the part of the games she

is still not good at, and thus helps the main agent improve and discover more e�ective

strategies.

We describe Nash-DQN-Exploiter in Algorithm 3. We let the main agent maintain

a Q-network Q� and let the exploiter maintain a separate value network~Q , both are

functions of ps; a; bq. We make two key modi�cations from Nash-DQN . First, in the data

collection phase, at state st , we no longer choose both �t ; � t to be the Nash equilibrium

computed from Q� . Instead, we only choose �t to be the Nash strategy of Q� but pick the

policy of the exploiter � t to be the best response of �t under the exploiter's Q-network
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Algorithm 3 Nash Deep Q-Network with Exploiter (Nash-DQN-Exploiter )

1: Initialize replay bu�er D � H, counter i � 0, Q-network Q � , exploiter network ~Q .
2: Initialize target network parameters: �target Ð �,  target Ð  .
3: for episode k � 1; : : : ; K do
4: reset the environment and observe s1.
5: for t � 1; : : : ; H do
6: % collect data

7: sample actions pat ; btq from

#
UniformpA � Bq w.p. �

p� t ; � tq computed according to (3.12) otherwise.

8: execute actions pat ; btq, observe reward rt , next state st�1 .
9: store data sample pst ; at ; bt ; r t ; st�1 q into D.

10: % update Q-network and exploiter network
11: randomly sample minibatch M € t1; : : : ; |D|u.
12: for all j P M do
13: compute p�̂; �̂q � NashpQ � target psj�1 ; �; �qq
14: set yj � r j � 
�̂ J Q� target psj�1 ; �; �q�̂.
15: set ~yj � r j � 
 min bPB �̂ J ~Q target psj�1 ; �; bq
16: Perform m1 steps of GD on loss

°
jPM pyj � Q � psj ; aj ; bj qq2 to update �.

17: Perform m2 steps of GD on loss
°

jPM p~yj � ~Q psj ; aj ; bj qq2 to update  .
18: % update target network
19: i � i � 1; if i%N � 0: � target Ð �,  target Ð  .

~Q . Formally,

p� t ; �q � NashpQ� pst ; �; �qq (3.12)

� t � argmin
�

� J
t

~Q pst ; �; �q�:

In the model update phase, Nash-DQN-Exploiter follows exactly the same rule as Nash-

DQN to update Q� and Q� target , the Q-networks of the main agent. However, for the

update of the exploiter networks, Nash-DQN-Exploiter utilizes a di�erent regression tar-

get in the loss function as speci�ed in line 15. One can view the target as a Monte Carlo

estimate of

rpsj ; aj ; bj q � 
E s1�Pp�|s j ;aj ;bj q

�
min

b
�̂ps 1q| ~Q target ps1; �; bq

�
(3.13)

We set the target in this way because we aim to approximate Q̂�;: , which is the value of the

current policy of the main player �̂ against its best response, using our exploiter network
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~Q . Recall that Q�̂;: satis�es the following Bellman equations for the best response:

@ps; a; bq; Q�̂;: ps; a; bq � rps; a; bq � 
E s1�Pp�|s;a;bq rminb �̂ps 1q| Q�̂;: ps1; �; bqs: (3.14)

Therefore, by performing gradient descent on  to minimize the square loss as in line 17,

~Q will decrease its (best response version of) Bellman error, and approximate Q�̂;: .

3.4.3 Theoretical Justi�cation

With special choices of Q-network architecture Q� , minibatch size |M| and number of

steps for GD m, both our algorithms Nash-DQN and Nash-DQN-Exploiter reduce to the

�-greedy version of standard algorithm Nash-VI [Liu et al., 2021] and Nash-VI-Exploiter

[Jin et al., 2021b] for learning tabular Markov games, where the numbers of states and

actions are �nite and small. Please see Sec. 3.7 for a detailed discussion on the connections

of these algorithms.

When replacing the �-greedy exploration with optimistic exploration (typically in the

form of constructing upper con�dence bounds), both Nash-VI and Nash-VI-Exploiter are

guaranteed to e�ciently �nd the Nash equilibria of MGs in the tabular settings.

Theorem 30 ([Liu et al., 2021; Jin et al., 2021b]). For tabular Markov games, the

optimistic versions of both Nash-VI and Nash-VI-Exploiter can �nd �-approximate Nash

equilibria in polypS; A; B; p1�
q �1 ; � �1 ; logp1{�qq steps with probability at least 1��. Here

S is the size of states, A; B are the size of two players' actions respectively, and 
 is the

discount factor.

We defer the proof of Theorem 30 to Sec. 3.7. We highlight that, in contrast, existing

deep MARL algorithms such as NFSP [Heinrich and Silver, 2016] or PSRO [Lanctot et al.,

2017] are incapable of e�cient learning of Nash equilibria with a polynomial convergence

rate for tabular Markov games. Our simulation results reveal that they are indeed highly

ine�cient in �nding Nash equilibria.
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3.5 Experiments

The experimental evaluations are conducted on randomly generated tabular Markov

games and two-player video games on Slime Volley-Ball [Ha, 2020] and PettingZoo

Atari [Terry et al., 2021b]. We tested the performance of proposed methods as well as

the baseline algorithms in both (a) the basic tabular form without function approxima-

tion (only in tabular environments); and (b) full versions with deep neural networks (in

both tabular environments and video games). For (a), we measure the exploitability

by computing the exact best response using the ground truth transition and reward

function. This is only feasible in the tabular environment. For (b), we measure the

exploitability by training single-agent DQN (exploiter) against the learned policy to

directly exploit it.

3.5.1 Baselines

For benchmarking purpose, we have the following baselines with deep neural network

function approximation for scalable tests:

ˆ Self-Play (SP): each agent learns to play the best response strategy against the

�xed opponent strategy alternatively, i.e., iterative best response.

ˆ Fictitious Self-Play (FSP) [Heinrich et al., 2015a]: each agent learns a best-

response strategy against the episodic average of its opponent's historical strategy

set, and save it to its own strategy set.

ˆ Neural Fictitious Self-Play (NSFP) [Heinrich and Silver, 2016]: an neural net-

work approximation of FSP, a policy network is explicitly maintained to imitate the

historical behaviours by an agent, and the learner learns the best response against

it.

ˆ Policy Space Response Oracles (PSRO) [Lanctot et al., 2017]: we adopt a

version based on double oracle (DO), each agent learns the best response against a
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meta-Nash strategy of its opponent's strategy set, and add the learned strategy to

its own strategy set.

For tabular case without function approximation, SP, FSP and DO are implemented

with Q-learning as the base learning agents for �nding best responses. For tabular case

with function approximation and video games, all four baseline methods use DQN as the

basic agent for learning the best-response strategies. The pseudo-codes for algorithms

SP, FSP, DO are provided in Sec. 3.7.

3.5.2 Tabular Markov Game

Tabular forms without function approximation. We �rst evaluate methods (1)

SP, (2) FSP, (3) PSRO, (4) Nash-DQN and (5) Nash-DQN-Exploiter without function

approximation (i.e., w/o neural network) on the tabular Markov games. They reduce

to methods (1) SP, (2) FSP, (3) DO, (4) Nash value iteration (Nash-VI ) and (5) Nash

value iteration with exploiter (Nash-VI-Exploiter ), correspondingly. For SP, FSP and

DO, we adopt Q-learning as a subroutine for �nding the best response policies. As

tabular versions of our deep MARL algorithms, Nash-VI and Nash-VI-Exploiter also

use Nash subroutine for calculating NE in normal-form games, with � � 0:5 for �-greedy

exploration. The pseudo-codes for Nash-VI and Nash-VI-Exploiter are provided in Sec.

3.7.

We randomly generated the tabular Markov games, which has discrete state space

S, discrete action spaces A; B for two players and the horizon H1 The state transition

probability function tT h : S � A � S Ñ r0; 1s; h P rHsu and reward function tR h :

S � A � S Ñ r�1; 1s; h P rHsu are both i.i.d sampled uniformly over their ranges. As

shown in Fig. 3.2, we tested on two randomly generated Markov games of di�erent sizes:

I. |S| � |A| � |B| � H � 3; II. |S| � |A| � |B| � H � 6. The exploitability is

calculated according to Eq. (3.8), which can be solved with dynamic programming in the

tabular cases with known transition and reward functions. Our two proposed algorithms

1We encode the horizon into the state space in order to use the algorithm designed for the discounted
setting.
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Figure 3.2: Tabular case experiments on two randomly generated Markov games.

without function approximation show signi�cant speedup for decreasing the exploitability

compared against other baselines, especially for the larger environment (II). This aligns

with our theoretical justi�cation as in Section 3.4.3.

With neural networks as function approximation. In this set of experimenta-

tion, we add neural networks as function approximators. We evaluate Nash-DQN and

Nash-DQN-Exploiter on the same tabular MG environments I and II. We setup the

neural-network versions of baseline methods�FSP, NFSP and PSRO, using the same set

of hyperparameters and the same training con�gurations. During training, the model

checkpoints are saved at di�erent stages for each method and reloaded for exploitation

test. Each method is trained for a total of 5 �104 episodes to get the �nal model, against

which the exploiter is trained for 3�104 episodes as the exploitation test. The exploiter is

a DQN agent trained from scratch with the same hyperparameters as the base agents (for

�nding best responses) in FSP, NFSP, PSRO. We empirically measure the exploitability

of the learner's policy as follows: we �rst compute smoothed version of cumulative utility

achieved by the exploiter at each episode (the smoothing is conducted by averaging over

a small set of neighboring episodes); we then report the highest smoothed cumulative

utility of the exploiter as an approximation for the exploitability. We also test the e�ec-

tiveness of using DQN exploiter to measure the exploitability, by training it against the

oracle Nash strategies (i.e., the ground-truth Nash equilibria). Results for two tabular

environments are displayed in Table 3.1. As shown in Table 3.1, both Nash-DQN and

Nash-DQN-Exploiter outperform all other methods by a signi�cant margin. The negative

exploitability values of the Oracle Nash strategy indicates that the DQN-based exploiter
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is not able to �nd the exact theoretical best response. Nevertheless, it approximates the

best response very well. The reported exploitability of Oracle Nash is very close to zero,

which justi�es the e�ectiveness of using DQN for exploitation tests.

Table 3.1: Approximate exploitability (lower is better) in two tabular Markov games

Env
Method

SP FSP NFSP PSRO
Nash
DQN

Nash DQN
Exploiter

Oracle
Nash

Tabular Env I 0:448 0:379 0:317 0:134 0:096 0:020 �0:027
Tabular Env II 1:239 0:694 0:379 0:569 0.017 0:071 �0:082

3.5.3 Two-Player Video Game

To evaluate the scalability and robustness of the proposed method, we examine all al-

gorithms in �ve two-player Atari environments [Bellemare et al., 2013] in PettingZoo li-

brary [Terry et al., 2021b] (Boxing-v1, Double Dunk-v2, Pong-v2, Tennis-v22, Surround-

v1 ) and in environment SlimeVolley-v0 in a public available benchmark named Slime

Volley-Ball [Ha, 2020], as shown in Fig. 3.1. The algorithms tested for this setting include:

(1) SP, (2) FSP, (3) NFSP, (4) PSRO, (5) Nash-DQN and (6) Nash-DQN-Exploiter . To

speed up the experiments, each environment is truncated to 300 steps per episode for

both training and exploitation. For Atari games, the observation is based on RAM and

normalized in range r0; 1s.

Similar to experiments in the tabular environment with function approximation, the

exploitation test (using single-agent DQN) is conducted to evaluate the learned models.

Ideally, if an agent learns the perfect Nash equilibrium strategy, then by de�nition, we

shall expect the agent to be perfectly non-exploitable (i.e., with even the strongest ex-

ploiter only capable of achieving her cumulative utility at most zero in symmetric games).

To carry out the experiment, we �rst trained all the methods for 5 � 104 episodes. Af-

ter the methods are fully trained, we take their �nal models or certain distributions of

historical strategies (uniform for FSP and meta-Nash for PSRO), and the train separate

exploiters playing against those learned strategies. We instantiate a DQN agent as ex-

ploiter using the same set of hyperparameters and network architectures to learn from

2The original Tennis-v2 environment in PettingZoo is not zero-sum, a reward wrapper is applied to
make it.
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scratch against the �xed trained checkpoint. The resulting learning curve in the exploita-

tion test illustrates the degree of exploitation. An exploiter reward greater than zero

indicates that the agent has been exploited since the games are symmetric. The model

with lower exploiter reward means is more di�cult to be exploited (is thus better).

Figure 3.3: The exploiter learning curves for exploitation tests on six two-player zero-sum
video games.

Table 3.2: Approximate exploitability (lower is better) for six two-player video games.

Env
Method

SP FSP NFSP PSRO Nash DQN Nash DQN Exploiter

SlimeVolley �0:099 0:316 0:643 �0:762 �0:396 �0:821
Boxing 99:475 93:683 24:544 66:891 �90:254 28:271
Double
Dunk

3:801 5:920 0:445 6:960 �0:539 1:367

Pong 4:207 5:196 4:238 4:693 �3:336 �1:524
Tennis 4:176 2:355 2:643 2:943 �0:425 0:069

Surround 1:782 1:574 1:594 1:603 0:904 1:462

Fig. 3.3 and Table 3.2 show the exploitation results of all algorithms and baselines.

Each method is trained for �ve random seeds, and the model for each random seed is

further exploited with DQN exploiter for 104 episodes under three random initializations.

For each method and environment, Table 3.2 displays the best performing models with its

corresponding exploitability. Complete results are provided in Sec. Sec. ??. The values

in the Table 3.2 is the maximum of smoothed exploiter reward in the exploitation test of

Fig. 3.3. The baseline methods SP, FSP, NFSP, PSRO do not perform well in most games.
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Figure 3.4: The key frames in Boxing exploitation test: (a-c) shows a sub-optimal model
exploited by the exploiter. (d) shows our proposed algorithms learn hard-to-exploit policy
robust against the turning-around strategy of the exploiter.

This shows the challenge for �nding approximate Nash equilibrium strategies for these

games. Nash-DQN demonstrates signi�cant advantages over other methods across all

six games. Except for Surround environment, Nash-DQN achieves non-positive exploiter

rewards for �ve environments, which demonstrates the non-exploitability of the policies

learned by Nash-DQN . Nash-DQN-Exploiter also shows unexploitable performance on

SlimeVolley and Pong environments. Di�erent environments show di�erent levels of

di�culties to �nd a non-exploitable model. SlimeVolley is relatively easy with almost all

methods achieving exploitability close to zero. Surround is generally hard to resolve due

to the inherent complexity of the game. We believe that solving Surround requires more

advanced exploration technique to boost its performance.

Interestingly, we observe that in the exploitation test for Boxing environment, baseline

methods such as SP sometimes produce a policy that keeps staying at the corner of the

ground. As shown in Fig. 3.4, the black agent uses the learned suboptimal model by SP

algorithm, which tries to avoid any touch with the white opponent (a-b). Such policy

(always hide in a corner) is not bad when playing against average player or AI whose

policies may not have considered this extreme cases and thus unable to even locate the

black agent. However, this policy is very vulnerable to exploitation. Once the exploiter

explores the way to touch the black agent, (c) our exploiter learns to heavily exploit

such policy in a short time. On the contrary, our algorithm Nash-DQN and Nash-
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DQN-Exploiter will never learn such easy-to-exploit policies. The models learned with

Nash-DQN and Nash-DQN-Exploiter are usually aggressively approaching the exploiter

and directly �ghting against it, which is found to be harder to exploit in this game.

Moreover, our policies are further robust to a turn-around strategy by the exploiter, as

shown in Fig. 3.4 (d).

To address the possibility insu�cient exploitation on our models, we exploit the mod-

els for longer time (5 � 104 episodes) for those methods in Table 3.2 , and the results are

shown in Fig. 3.5. Except for the Double Dunk environment, the Nash-DQN and Nash-

DQN-Exploiter models are still hard to be exploited on four environments even for long

enough exploitation. The di�culty of Double Dunk is that each agent needs to control a

team of two players to compete through team collaboration, which might require a longer

training time to further improve the learned policies.

Figure 3.5: The exploiter learning curves for longer exploitation tests on �ve video games.

3.6 Comparison of Nash Solvers for Normal-Form

Game

In this section we show the Nash equilibrium solvers (i.e., Nash solving subroutine Nash)

for zero-sum normal-form games, which is an important subroutine for the proposed algo-

rithms. Since NE for zero-sum normal-form games can be solved by linear programming,

some packages involving linear programming functions like ECOS, PuLP and Scipy can

be leveraged. We also implement a solver based on an iterative algorithm�multiplicative

weights update (MWU), which is detailed in Sec. Sec. 3.6.1.
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3.6.1 Multiplicative Weights Update

The MWU algorithm [Bailey and Piliouras, 2018; Daskalakis and Panageas, 2018] is no-

regret in online learning setting, which can be used for solving NE in two-player zero-sum

normal-form games. Given a payo� matrix A (from the max-player's perspective), the

NE strategies will be solved by iteratively applying MWU. Speci�cally, for n-th iteration,

state s and actions pai ; bj q for the max-player � and min-player � respectively, i; j are the

entry indices of discrete action space, then the update rule of the action probabilities for

two players are:

� pn�1q pai |sq � � pnqpai |sq
e�pA� pnq| psqqi

°
i 1 � pnqpai 1; sqe�pA� pnq| psqqi 1

(3.15)

� pn�1q pbj |sq � � pnqpbj |sq
e��pA� pnq| psqqj

°
j 1 � pnqpbj 1; sqe��pA� pnq| psqqj 1

(3.16)

where � is the learning rate. By iteratively updating each action entry of the strategies

with respect to the payo� matrix, MWU is provably converging to NE.

3.6.2 Comparison

We conduct experiments to compare di�erent solvers for NE subroutine, including Nashpy

(for single Nash equilibrium or all Nash equilibria), ECOS, MWU (single or parallel),

CVXPY, PuLP, Scipy, Gurobipy. The test is conducted on a Dell XPS 15 laptop with

only CPU computation. The code will be released after the review process (anonymous

during review process). Experiments are evaluated on 6�6 random matrices and averaged

over 1000 samples. The zero-sum property of the generated Markov games is guaranteed

by generating each random matrix as one player's payo� and take the negative values as

its opponent's payo�.

As in Table. 3.3, the solvability indicates whether the solver can solve all possible

randomly generated matrices (zero-sum). Nashpy for solving all equilibria cannot han-

dle some degenerate matrices. Scipy and Gurobipy also cannot solve for some payo�

matrices. Other solvers can solve all random payo� matrices in our tests but with dif-
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Table 3.3: Comparison of di�erent Nash solvers for zero-sum matrix game (6 � 6 random
matrices).

Solver Time per Sample (s) Solvability
Nashpy (equilibria)1 0:751 all

Nashpy (equilibrium) 0:0016 not for some degenerate matrices
ECOS2 0:0015 all

MWU (single) 0:008 all (but less accurate)
MWU (parallel) fast, depends on batch size3 all (but less accurate)

CVXPY 0:009 all
PuLP 0:020 all
Scipy � not for some

Gurobipy 0:01 not for some

1 Nashpy (https://github.com/drvinceknight/Nashpy) can be adopted to achieve two versions of NE
solvers: one returns a single NE, and another returns all Nash equilibria for given payo� matrices.

2 ECOS (https://github.com/embotech/ecos) is a package for solving convex second-order cone programs.
3 MWU solver is self-implemented for solving either a single payo� matrix or solving a batch of matrices

in parallel.
4 CVXPY (https://github.com/cvxpy/cvxpy) is a Python package for convex optimization.
5 PuLP (https://github.com/coin-or/pulp) is a linear programming package with Python.
6 Scipy (scipy.optimize.linprog()) is a general package for numerical operations.
7 Gurobipy (https://www.gurobi.com/) is a package for linear and quadratic optimization.

ferent solving speed and accuracy. The solvability is essential for the program since the

values within the payo� matrix can be arbitrary as a result of applying function approx-

imation. The results support our choice of using the ECOS-based solver as the default

Nash solving subroutine for the proposed algorithms, due to its speed and robustness

for solving random matrices. ECOS is originally built for solving convex second-order

cone programs, which covers linear programming (LP) problem. It tries to transform

the input matrices to be Scipy sparse matrices and speeds up the solving procedure.

By formulating the NE solving as LP on normal-form game, we can plug in the ECOS

solver to get the solution. Some constraints like positiveness and constant sum need to

be handled carefully. Other solvers like Nashpy (equilibrium) and MWU (parallel) can

achieve a similar level of computational time, but less preferred due to either not being

able to solve some matrices or less accurate results. Speci�cally, for the case with a large

batch size and a small number of inner-loop iterations for MWU, MWU can be faster

than ECOS. However, the accuracy of MWU depends on the number of iterations for

update [Bailey and Piliouras, 2018; Daskalakis and Panageas, 2018]. More iterations lead

to more accurate approximation but also longer computational time for MWU method.
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Empirically, we �nd that the accuracy of the subroutine solver is critical for our proposed

algorithms with function approximation, especially in video games with long horizons.

Moreover, although we have already selected the best solver through comparisons, the

computational time of the solvers used in each inference or update step still account for a

considerable portion. This leaves some space for improvement of running-time e�ciency.

3.7 Algorithms on Tabular Markov Games

In this section, we provide further details on connections of our algorithms to tabular algo-

rithms Nash-VI and Nash-VI-Exploiter in Sec.3.7.8, and prove the theoretical guarantees

of the latter two algorithms in Sec.3.7.9. We then provide all the pseudo-codes for sub-

routines and algorithms used in this paper. In particular, we introduce the pseudo-codes

for important subroutines in Sec. 3.7.1, and then the pseudo-codes for several algorithms:

self-play (SP, 3.7.3), �ctitious self-play (FSP, 3.7.4), double oracle (DO, 3.7.5), Nash value

iteration (Nash-VI , 3.7.6) and Nash value iteration with exploiter (Nash-VI-Exploiter ,

3.7.7). SP, FSP and DO are the baseline methods in experimental comparisons, while

Nash-VI and Nash-VI-Exploiter are the tabular version of our proposed algorithms Nash-

DQN and Nash-DQN-Exploiter , without function approximation.

3.7.1 Nash Algorithm Subroutines

Algorithm 4 Meta-Nash: Meta-Nash Equilibrium Solving Subroutine

input two strategy sets �; �; evaluation iterations N
1: Initialize payo� matrix: M i;j � 0; i P r|�|s; j P r|�|s
2: for � i P � do
3: for � i P � do
4: for episodes k � 1; : : : ; N do
5: Rollout policies � i ; � j to get episodic reward rk
6: M i;j � 1

N

° N
k�1 r k

7: p�� ; � � q � NashpMq
8: Return � � or � �
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Before introducing the pseudo-code for each algorithm, we summarize several sub-

routines � Nash, Meta-Nash, Best-Response and Best-Respons�Value � applied in the

algorithms. These subroutines are marked in magenta color in the this and the following

sections.

Nash: As a NE solving subroutine for normal-form games, it returns the NE strategy

given the payo� matrix as the input. Speci�cally it uses the solvers introduced in Sec.

Sec. 3.6, and ECOS is the default choice in our experiments.

Meta-Nash: As a meta-Nash solving subroutine (Algorithm 4), it returns the one-side

meta NE strategy given two strategy sets: � � t� 1; � � � ; � i ; � � � u; � � t� 1; � � � ; � i ; � � � u. A

one-by-one matching for each pair of polices p�i ; � j q; i P r|�|s; j P r|�|s is evaluated in the

game to get an estimated payo� matrix, with the average episodic return as the estimated

payo� values of two players for each entry in the payo� matrix. The Nash subroutine is

called to solve the meta-Nash strategies. It is applied in DO algorithm, which is detailed

in Sec. 3.7.5.

Best-Response: As a best response subroutine, it returns the best response strategy of

the given strategy, which satis�es Eq. (3.4). To be noticed, the best response we discuss

here is the best response of a meta-distribution �� over a strategy set t�0; � 1; : : : ; � nu,

which covers the case of best response against a single strategy by just making the dis-

tribution one-hot. We use this setting for the convenience of being applied in SP, FSP,

DO algorithms. Here we discuss two types of best response subroutine that are used

at di�erent positions in the algorithms: (1) Best-Response I (as Algorithm 5) is a best

response subroutine with oracle transition and reward function of the game, which is

used for evaluating the exploitability of the model after training; (2) Best-Response II (as

Algorithm 6) is a best response subroutine with Q-learning agent for approximating the

best response, without knowing the true transition and reward function of the game. It is

used in the procedure of methods based on iterative best response, like SP, FSP, DO. We

claim here for the following sections, by default, Best-Response will use Best-Response

II, and Best-Response-Value will use Best-Response I.
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Algorithm 5 Best-Response I: Best Response Subroutine in Markov Game (known tran-
sition, reward functions)

input mixture policy � � as a distribution over t� 0; � 1; : : : ; � nu
1: Initialize non-Markovian policies �̂ � t�̂ hu; �̂ � t�̂ hu; h P rHs; �h : pS � A � Bq ph�1q �

S � A Ñ r0; 1s; � h : pS � A � Bq ph�1q � S � B Ñ r0; 1s
2: Initialize Q table for non-Markovian policies �̂; �̂, Q � tQ hu; h P rHs; Qh : pS � A �

Bqh Ñ r0; 1s
3: Initialize V table for non-Markovian policies �̂; �̂, V � tV hu; h P rHs; Vh : pS � A �

Bqph�1q � S Ñ r0; 1s
4: for h � 1; : : : ; H do
5: For all � h�1 :

Q�;:
h p�h�1 ; sh; ah; bhq �

¸

s1PS

Phpsh�1 |sh; ah; bhqrrhpsh; ah; bhq � V �̂;:
h�1 p�h; sh�1 qs

(3.17)

V �̂;:
h p�h�1 ; shq � min

� h
�̂ hp�|�h�1 ; shqQ�̂;:

h p�h�1 ; sh; �; �q� |
hp�|�h�1 ; shq (3.18)

�̂ hp�h�1 ; shq � arg min
� h

�̂ hp�|�h�1 ; shqQ�̂;:
h p�h�1 ; sh; �; �q� |

hp�|�h�1 ; shq (3.19)

where

�̂ hpah |� h�1 ; shq :�
°

i � i
hpah |shq�piq� h�1

t1�1 � i
t1pat1|st1q

°
j �pjq� h�1

t1�1 � j
t1pat1|st1q

6: Return �̂ or V �̂;:
1 ps1q

% �̂ is the posterior policy of non-Markovian mixture �, �̂ is the best response of it

Best-Respons�Value: It has the same procedure as Best-Response as a best response

subroutine, but returns the average value of the initial states as V�̂;:1 ps1q in Eq. (3.8) with

the given strategy �̂. Since the best response value estimation is used in evaluating the

exploitability of a certain strategy, it by default adopts Best-Response I (Algorithm 5)

as an oracle process, which returns the ground-truth best response values because of

knowing the transition and reward functions.

3.7.2 Nash Q-Learning

The pseudo-code for Nash Q-Learning and Nash Q-Learning with Exploiter are shown in

Algorithm.7 and 8 below.

3.7.3 Self-play

The pseudo-code for self-play is shown in Algorithm 9.
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Algorithm 6 Best-Response II: Best Response Subroutine in Markov Game (Q-learning
based, unknown transition, reward functions)

input mixture policy � � as a distribution over t� 0; � 1; : : : ; � nu; best response Q-learning
iterations N; soft update coe�cient �

1: Initialize the Q � tQ h |h P rHsu P R|S|�|B| table for the best response player,
2: for episodes k � 1; : : : ; N do
3: Sample policy �k � � �

4: for t � 1; : : : ; H do
5: % collect data
6: Sample greedy action at � � kp�|stq
7: With � probability, sample random action bt ;
8: Otherwise, sample greedy action bt � �p�|s tq according to Q
9: Rollout environment to get sample pst ; at ; bt ; r t ; done; st�1 q (rt is for the learn-

ing player)
10: % update best response Q-value
11: if not done then
12: Qtarget

t pst ; btq � r t � V t�1 pst�1 q
13: where Vt�1 pst�1 q � max b1 Qt�1 pst�1 ; b1q
14: else
15: Qtarget

t pst ; btq � r t

16: Qtpst ; btq Ð � � Q target
t pst ; btq � p1 � �q � Q tpst ; btq

17: if done then
18: break
19: Represent Q as a greedy policy �̂
20: Return �̂

Algorithm 7 Nash Q-Learning

1: Initialize Q : S � A � B Ñ R, given �; 
; �.
2: for k � 1; : : : ; K do
3: for t � 1; : : : ; H do
4: % collect data
5: With � probability, sample random actions at ; bt ;
6: Otherwise, at � �p�|s tq; bt � �p�|s tq; p�p�|stq; �p�|stqq � NashpQpst ; �; �qq
7: Rollout environment to get sample pst ; at ; bt ; r t ; done; st�1 q
8: % update Q-value
9: if not done then

10: Compute p�̂; �̂q � NashpQpst�1 ; �; �qq
11: Set Qtarget pst ; at ; btq � r t � 
�̂ J Qpst�1 ; �; �q�̂.
12: else
13: Set Qtarget pst ; at ; btq � r t

14: Qpst ; at ; btq Ð � � Q target pst ; at ; btq � p1 � �q � Qps t ; at ; btq
15: if done then
16: break

69



Algorithm 8 Nash Q-learning with Exploiter

Initialize Q; ~Q : S � A � B Ñ R, given �; 
; �.
for k � 1; : : : ; K do

for t � 1; : : : ; H do
With � probability, sample random actions at ; bt ;
Otherwise, at � �p�|s tq; bt � ~�p�|s tq,
where p�p�|stq; �p�|stqq � NashpQpst ; �; �qq; ~�p�|stq �
One-Hotpargminb Ea�� t

~Qpst ; a; bqq.
Rollout environment to get sample pst ; at ; bt ; r t ; done; st�1 q
Nash Q-value update
if not done then

Qtarget pst ; at ; btq � r t � 
V Nashpst�1 q,
where VNashpst�1 q � NashpQpst�1 ; �; �qq.
~Qtarget pst ; at ; btq � r t � 
 min b1PB �ps t�1 q| ~Qpst�1 ; �; b1q,
where p�; �q � NashpQpst�1 ; �; �qq

else
Qtarget pst ; at ; btq � r t
~Qtarget pst ; at ; btq � r t

Qpst ; at ; btq Ð � � Q target pst ; at ; btq � p1 � �q � Qps t ; at ; btq
~Qpst ; at ; btq Ð � � ~Qtarget pst ; at ; btq � p1 � �q � ~Qpst ; at ; btq
if done then

break
# Note: Nash is a NE solving subroutine

Algorithm 9 Self-play for Markov Game

1: Initialize policies � 0 � t� hu; � 0 � t� hu; h P rHs
2: Initialize policy sets: � � t� 0u; � � t� 0u
3: Initialize meta-strategies: �� � r1:s; � � � r1:s
4: for t � 1; : : : ; T do
5: if t%2 �� 0 then
6: � t � Best-Responsep�� ; �q
7: � � �

”
t� tu

8: � � � p0; : : : ; 1q as a one-hot vector with only 1 for the last entry
9: else

10: � t � Best-Responsep�� ; �q
11: � � �

”
t� tu

12: � � � p0; : : : ; 1q as a one-hot vector with only 1 for the last entry
13: exploitability = Best-Response-Valuep�� ; �q � Best-Response-Valuep�� ; �q
14: Return �; �
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3.7.4 Fictitious Self-play

The pseudo-code for �ctitious self-play is shown in Algorithm.10. We use uniform(�) to

denote a uniform distribution over the policy set.

Algorithm 10 Fictitious Self-play for Markov Game

1: Initialize policies � 0 � t� hu; � 0 � t� hu; h P rHs
2: Initialize policy sets: � � t� 0u; � � t� 0u
3: Initialize meta-strategies: �� � r1:s; � � � r1:s
4: for t � 1; : : : ; T do
5: if t%2 �� 0 then
6: � t � Best-Responsep�� ; �q
7: � � �

”
t� tu

8: � � � Uniformp�q
9: else

10: � t � Best-Responsep�� ; �q
11: � � �

”
t� tu

12: � � � Uniformp�q
13: exploitability = Best-Response-Valuep�� ; �q � Best-Response-Valuep�� ; �q
14: Return �; � � ; �; � �

Algorithm 11 Double Oracle for Markov Game

1: Initialize policies � 0 � t� hu; � 0 � t� hu; h P rHs
2: Initialize policy sets: � � t� 0u; � � t� 0u
3: Initialize meta-strategies: �� � r1:s; � � � r1:s
4: for t � 1; : : : ; T do
5: if t%2 �� 0 then
6: � t � Best-Responsep�� ; �q
7: � � �

”
t� tu

8: � � � Meta-Nashp�; �q
9: else

10: � t � Best-Responsep�� ; �q
11: � � �

”
t� tu

12: � � � Meta-Nashp�; �q
13: exploitability = Best-Response-Valuep�� ; �q � Best-Response-Valuep�� ; �q
14: Return �; � � ; �; � �

3.7.5 Double Oracle

The pseudo-code for double oracle is shown in Algorithm.11.
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3.7.6 Nash-VI

The pseudo-code for Nash value iteration (Nash-VI ) is shown in Algorithm 12. Di�erent

from Nash-DQN (as Algorithm 2), for tabular Markov games, the Q network is changed

to be the Q table and updated in a tabular manner (as Algorithm 12 line 13), given

the estimated transition function ~P and reward function ~r. The target Q is not used.

Since Nash-VI is applied for tabular Markov games, here we write the pseudo-code in

an episodic setting without the reward discount factor, which is slightly di�erent from

Sec. 3.4.1.

Algorithm 12 Nash Value Iteration (Nash-VI , �-greedy sample version)

1: Initialize Q � tQ hu; h P rHs; Qh : Sh � A h � B h Ñ R, bu�er D � �, given �, update
interval p.

2: for k � 1; : : : ; K do
3: for t � 1; : : : ; H do
4: % collect data
5: With � probability, sample random actions at ; bt ;
6: Otherwise, at � � tp�|stq; bt � � tp�|stq; p�tp�|stq; �tp�|stqq � NashpQtpst ; �; �qq.
7: Rollout environment to get sample pst ; at ; bt ; r t ; done; st�1 q and store in D.
8: % update Q-value
9: if |D|%p � 0 then

10: for @ps; a; b; s1q P Sh � A h � B h � S h�1 ; h P rHs do
11: Estimate ~Phpsh�1 � s 1|sh � s; a h � a; b h � bq � 1

n

° n
i�1 1psh�1 �

s1
i q; ps; a; b; s1i q P D.

12: Estimate ~rhpsh � s; a h � a; b h � bq � 1
m

° m
i�1 r i ps; a; bq; ps; a; b; ri q P D.

13: Qhps; a; bq � ~rhps; a; bq � p~PhV �̂ h�1 ;�̂ h�1
h�1 qps; a; bq � Irs1 is non-terminals,

14: where p�̂h�1 ; �̂ h�1 q � NashpQh�1 q.
15: if done then
16: break

3.7.7 Nash-VI-Exploiter

The pseudo-code for Nash value iteration with Exploiter (Nash-VI-Exploiter ) is shown in

Algorithm.13. Di�erent from Nash-DQN-Exploiter (as Algorithm 3), for tabular Markov

games, the Q network and exploiter~Q network are changed to be Q tables and updated

in a tabular manner (as Algorithm 13 line 14 and line 16), given the estimated transition

function ~P and reward function ~r. The target Q and target ~Q are not used. Since

Nash-VI-Exploiter is applied for tabular Markov games, here we write the pseudo-code
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in an episodic setting without the reward discount factor, which is slightly di�erent from

Sec. 3.4.2.

Algorithm 13 Nash Value Iteration with Exploiter (Nash-VI-Exploiter , �-greedy sample
version)

1: Initialize Q � tQ hu; ~Q � t ~Qhu; h P rHs;~Qh; Qh : Sh � A h � B h Ñ R, bu�er D � �,
given �, update interval p.

2: for k � 1; : : : ; K do
3: for t � 1; : : : ; H do
4: % collect data
5: With � probability, sample random actions at ; bt ;
6: Otherwise, at � � tp�|stq; bt � ~� tp�|stq,
7: p� tp�|stq; �tp�|stqq � NashpQpst ; �; �qq; ~�tp�|stq � arg min � � |

t p�|stq~Qtpst ; �; �q�.
8: Rollout environment to get sample pst ; at ; bt ; r t ; done; st�1 q and store in D.
9: % update Q-value

10: if |D|%p � 0 then
11: for @ps; a; b; s1q P Sh � A h � B h � S h�1 ; h P rHs do
12: Estimate ~Phpsh�1 � s 1|sh � s; a h � a; b h � bq � 1

n

° n
i�1 1psh�1 �

s1
i q; ps; a; b; s1i q P D.

13: Estimate ~rhpsh � s; a h � a; b h � bq � 1
m

° m
i�1 r i ps; a; bq; ps; a; b; ri q P D.

14: Qhps; a; bq � ~rhps; a; bq � p~PhV �̂ h�1 ;�̂ h�1
h�1 qps; a; bq � Irs1 is non-terminals,

15: where p�̂h�1 ; �̂ h�1 q � NashpQh�1 q.
16: ~Qhps; a; bq � ~rhps; a; bq � p~PhV Exploit

h�1 qps; a; bq,

17: where VExploit
h�1 ps1q �

#
minb1PBh�1 �̂ h�1 ps1q| ~Qh�1 ps1; �; b1q for non-terminal s1

0 for terminal s1
.

18: if done then
19: break

3.7.8 Comparisons of Nash Series Algorithms

Connections of Nash-DQN , Nash-DQN-Exploiter to tabular algorithms We

�rst note that the �-greedy version of Nash-VI and Nash-VI-Exploiter algorithms (as

shown in Section 3.7.6, 3.7.7), are simply the optimistic Nash-VI algorithm in [Liu et al.,

2021] and Golf-with-Exploiter algorithm in [Jin et al., 2021b] when applied to the tabular

setting, with optimistic exploration replaced by �-greedy exploitation.

Comparing our algorithms Nash-DQN (Algorithm 2) and Nash-DQN-Exploiter (Al-

gorithm 3) with the �-greedy version of Nash-VI (Algorithm 12) and Nash-VI-Exploiter

(Algorithm 13), we notice that, besides the minor di�erence between episodic setting
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versus in�nite horizon discounted setting, the latter two algorithms are special cases of

the former two algorithms when

1. specialize the neural network structure to represent a table of values for each state-

action pairs (i.e. specialize both algorithms to the tabular setting);

2. let the minibatch M to contain all previous data (i.e., use the full batch D);

3. let the number of gradient step m to be su�ciently large so that GD �nds the

minimizer of the objective function;

4. let N � 1, that is update the target network at every iterations.

We remark that the use of small minibatch size, and small gradient steps are to speed

up the training in practice beyond tabular settings. The delay update of the target

networks is used to stabilize the training process.

Nash Series Algorithms We will detail the essential similarities and di�erences of the

four algorithms Nash-VI , Nash Q-Learning, Golf-with-Exploiter and Nash-DQN from

four aspects: model-based/model-free, update manner, replay bu�er, and exploration

method.

ˆ Nash-VI : model-based; update using full batch, no soft update; there is a bu�er

containing all samples so far; �-greedy exploration.

ˆ Nash Q-Learning: model-free; update using stochastic gradient for each sample,

using soft update Q Ð p1 � �qQ � �Q target ;no replay bu�er; �-greedy exploration.

ˆ Golf-with-Exploiter : model-based; using an optimistic way of updating policy and

exploiter within a con�dence set; there is a bu�er containing all samples so far; a

di�erent behavior policy for exploration compared with �-greedy exploration.

ˆ Nash-DQN : model-free; minibatch stochastic gradient update, using Mean Squared

Error(Q; Q target ) for gradient-based update; there is a bu�er containing all samples

so far; �-greedy exploration.
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From these similarities and di�erences, we can see that three theoretical algorithms Nash-

VI, Nash Q-learning and GOLF-with-exploiter have slight di�erences in details, Nash-

DQN can be viewed as practical approximation of both Nash-VI and Nash Q-learning.

3.7.9 Proof of Theorem 30

The result of optimistic Nash-VI algorithm in [Liu et al., 2021], and the result of Golf-

with-Exploiter algorithm in [Jin et al., 2021b] (when specialized to the tabular setting)

already prove that both optimistic versions of Nash-VI and Nash-VI-Exploiter can �nd �-

approximate Nash equilibria for episodic Markov games in polypS; A; B; H; ��1 ; logp1{�qq

steps with probability at least 1 � �. Here H is the horizon length of the episodic Markov

games.

To convert the episodic results to the in�nite-horizon discounted setting in this paper,

we can simply truncate the in�nite-horizon games up to H � 1
1�
 ln 2

p1�
q� steps so that

the remaining cumulative reward is at most

8̧

h�H


 h �

 H

1 � 

¤

e�p1�
qH

1 � 

¤

�
2

which is smaller than the target accuracy. To further address the non-stationarity of

the value and policy in the the episodic setting (which requires both value and policy

to depends on not only the state, but also the steps), we can augment the state space s

to ps; hq to include step information (up to the truncation point H) in the state space.

Now, we are ready to apply the episodic results to the in�nite horizon discounted set-

ting, which shows that both optimistic versions of Nash-VI and Nash-VI-Exploiter can

�nd �-approximate Nash equilibria for in�nite-horizon discounted Markov games in

polypS; A; B; p1 � 
q �1 ; � �1 ; logp1{�qq steps with probability at least 1 � �. Here 
 is the

discount coe�cient.
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Chapter 4

Zero-Sum Video Game

This section is based on paper �FightLadder: A Benchmark for Competitive

Multi-Agent Reinforcement Learning� [Li et al., 2024d] written in collabora-

tion with Wenzhe Li, Seth Karten and Chi Jin, previously published at ICML

2024.

4.1 Introduction

As an active branch of arti�cial intelligence (AI), deep reinforcement learning (DRL) has

achieved signi�cant success in various domains, including, but not limited to, strategic

games [Silver et al., 2016; Li et al., 2020; Moravvcík et al., 2017; Vinyals et al., 2019;

Berner et al., 2019], robotics control [Lillicrap et al., 2015; Andrychowicz et al., 2020b;

Brohan et al., 2022], and large language models alignment [Ouyang et al., 2022]. Un-

derpinning these rapid advances are not only the development of sample-e�cient RL

algorithms but also the availability of well-designed benchmarks. These benchmarks pro-

vide environmental platforms, unify evaluation protocols, enable comparisons of state-of-

the-art methods, motivate improved solutions, and guide practical applications. As an

example, policy proximal optimization (PPO) [Schulman et al., 2017] demonstrates its

superior performance across di�erent single-agent RL benchmarks, hence being consid-

ered as one of the most widely adopted single-agent RL algorithms [Andrychowicz et al.,

2020a]. In the realm of multi-agent reinforcement learning (MARL), while a series of
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